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Abstract

This thesis is placed in the context of the Hogthr ob project,whose goal is to monitor key aspects
of a sow life- cycle using a sensornetwork. A sensornetwork is de�ned asa collection of sensor
nodes equipped with processingand communication capabilities.

So far, sensor nodes have been designed using commonly available components chosen
to accommodate the needs of a general purpose sensor network application. In contrast, we
chooseto follow a holistic approach and allow speci�c application requirements to dictate the
relevant decisions at all levels of the sensornetwork design, including both hardwar e and soft-
ware. We need to consider a very large design space:e.g.,what micro-controller to use? what
radio to use? Do we need hardwar e accelerators?How to best support duty cycling? The key
problem is how to explore this design space:How to evaluate the impact of a design decisions
on the application in terms of functionality and performance?

This thesis attacks this problem. We �rst describe the application requirements in the con-
text of Hogthr ob. In the �rst part of this thesis, we analyze two prominent sensor network
applications already deployed. We review the sensor nodes available today and discuss their
relevance in the context of Hoghtr ob. We focus on the issue of power consumption which is
critical and will thus drive many of our design decisions. We discuss how to estimate power
consumption in a sensor network. In the second part, we describe how to explore the design
spacefor the Hogthr ob application. We describe the design of the Hoghtr ob sensornode proto-
type and we detail how to estimate power consumption using this platform. Finally, we discuss
as futur e work how to apply this power estimation technique to explore the design spacefor
the Hogthr ob sensornodes on a chip.
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CHAPTER 1

Introduction

Let us �rst present the Hogthr ob project and the Hogthr ob application requirements. We then
de�ne the problem we attack in this thesis. We describe our main contributions and give an
outline of the rest of this thesis.

1.1 Hogthr ob

The Hogthr ob project is a three year research project (started in February 2004). Its goal is to
build a sensornetwork infrastr ucture for sow monitoring. The project is a collaboration of three
research institutions, providing expertize in sensor networks, embedded systems design, and
animal behavior:

• Dept. of Computer Science,University of Copenhagen(DIKU)

• Informatics and Mathematical Modeling, Technical University of Denmark (DTU)

• Dept. of Large Animal Science,The Royal Veterinary and Agricultural University (KVL)

The consortium also consists of IO Technologies1 whose expertise is in the area of electronics
design and the National Committee for Pig Production 2.

1.1.1 Sow Monitoring

Current sow monitoring equipment is based on RF-id ear tags and readers based at feeding
stations. This equipment hassomeadvantages(its main goal is to control how much food sows
are eating) and a number of drawbacks:

• When looking for a given pig, the farmer has to place a hand-held reader close to an
animal — for large groups this can be time consuming. Legislation is underway that will
require farmers to let sows roam freely in largepens. This will exposethis problem further .

• Correctly establishing the onsetof estrus3 (heat period) is a major issuefor pig production.
The sows exhibit clear physical signs when the event occurs. Finding the exact moment
can be done purely by observation or augmented by using a detection system.

1http://www .iotechnologies.dk/
2http://www .landsudvalgetforsvin.dk
3Estrus is the period when a sow can be bred, and it lasts for a short time only. If a sow is not bred during its

�rst estrus, it is considered unpr oductive from the commercial point of view since it will be another threeweeks before
estrus reoccurs.Meanwhile it needsto be fed and housed.

1



2 Introduction

The available detection systemstoday rely on the fact that the sows are likely to approach
a bore more often (if one is available) during the heat period. Placing a bore in an adjacent
con�nement and detecting the RF-id tags of the sows that approach it will provide a de-
cent indication. However, sows are housed in groups with a strict hierarchy. A sow low
in the hierarchy is unlikely to approach the bore. A purely RF-id basedsystem will thus
not detect the beginning of a heat period for all pigs.

Implementing a sensornetwork by placing a sensornode on eachsow provides new insights
and new solutions to the problems above.

1.1.2 Application Requirements

Monitoring sows in a large pen on a farm presentsa concrete sensor network monitoring ap-
plication with many interesting challenges. The application requirements are imposed by the
farmers, not as a result of our imagination. The three major constraints are life time, price, and
form factor:

1. The pro�t margin of sow production is low and the equipment for eachsow must be very
cheap in order to �t the budget (in the order of a few

�

).

2. The usability of the system on the farm will be drastically reduced if the nodes have to
be manually inspected too often. A lifetime of as much as “a few years” would be ad-
vantageous,but in practice a lifetime of 6 months would be acceptable.The identi�cation
systemsused today are not maintenance freeasthe sows tend to loose or eat the tags.

3. Ear-tags are a good trade-off for sow monitoring equipment. This form factor offers good
guarantees in terms of robustness (pigs �ght a lot and large equipment is likely to be
damaged or lost), it doesn't hurt or annoy the animals and it is easyto install and remove
(asopposed to injecting capsulesin the body of a sow).

1.2 Problem De�nition

How to meet the application requirements? We chooseto follow a holistic, application driven
approach:

• We choose a large design space that encompassesboth hardwar e and software compo-
nents and the interaction between them.

• We want to explore the design spaceand take design decisions based on how they con-
tribute to meeting the application requirements.

Let us �rst discuss the design space. We will then preciseour problem de�nition, which
consistsin exploring this design space.

1.2.1 Design Space

The design spaceis composed of:
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• Thehardwarecharacteristics, i.e. micro controller (MCU), sensors,radio. Most current sen-
sor node generations (seeSection3.1)are generic sensornodes designed for general pur -
pose sensornetwork applications. They are basedon off-the-shelf components. This has
the advantage of rapid node development at low cost for few nodes, however it has sev-
eral drawbacks. The size and design of the node is constrained by the choices made in
the off-the-shelf components. As an example, certain properties of the BTNode platform
made it impossible for the software to utilize the power modes bene�ts offered by the
MCU thus increasingpower consumption[41].

A way to overcome thesedrawbacks is to assembleall components on a single chip (sys-
tem on a chip, SoC).This will leverage the advantages intrinsic to chip production (small
size, low cost for high volumes, lowered energy consumption, etc.) and enable us to de-
sign hardware acceleratorsspeci�cally for the given application — essentially moving the
hardwar e/softwar e boundary. A number of research groups are currently proceeding
down this path to explore the advantages(seeChapter 3).

To give an example of a hardwar e accelerator, consider a radio equipped sensornode. In
order to transmit data over the air, the MCU controlling the radio front end will have to
run at a speed closely related to the in-air symbol rate. For a high speed radio with a
high symbol rate this would mean that not only is a high performance micro controller
required, but it needs to run continuously while the radio is transmitting or receiving.
By inserting a small, simple high speed buffer between the radio and the MCU, a slow
MCU can feed the buffer and the radio can operate at full speedwithout requiring a high
performance MCU — thus saving energy.

• Thesoftwaredesign. The software must not only ef�ciently utilize the featuresof the hard-
ware, but it must also take advantage of characteristics of the application; it must model
the application.

When monitoring sows we expect the node to savepower according to the activities of the
animal (sleeping, awake, eating, etc.). It is easyto imagine that the node could be turned
off while the sow is sleeping, but consider the fact that heat period occurs infr equently,
but regularly suggesting dif ferent duty cyclesof operation: not in heat (low sample rate),
might be in heat (high sample rate), that will allows to conservepower.

• Thehardware/softwareboundaries. It is essential that the software design allows easyexplo-
ration of the hardwar e/softwar e boundary. In this regard the programming environment
“T inyOS” is very well suited. A TinyOS program consists of a number of modulesinter-
connectedby interfaces. An interface can easily be implemented asa software component
or pushed to hardwar e using a hardwar e wrapper .

• Network infrastructure. In the sensor network literatur e it is considered a given that the
most expensive component in terms of energy is the radio. Meaning that optimizing the
radio infrastr ucture and network usagehas the most signi�cant impact on lifetime. The
performance of the network asa whole must be considered — the successcriteria is long
lifetime for the whole network, not just long lifetime of a single node.

The topology of the actual deployment and the communication pattern of the individual
nodes has a crucial in�uence on the energy consumption of the network. Deploying sen-
sor nodeson pigs in a pig pen, communicating only in the event of a heat detection means
we have a high density of nodes,but that communication will be rare.

Most sensor node radio-pr otocols focus mainly on multi-hop routing and interfer ence
management in high densities ([70, 73, 77]). Multi-hop routing is important when it is
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Figure 1.1 Sowwith collar

infeasible to deploy �xed infrastr ucture close by, this is not the casein the pig pen —
power and �xtur esare plentiful. Interferencemanagement such ascarrier sense,random
back-off, etc. has the largest in�uence in collision prone conditions (high density, high
data-traf�c), this not the casein the in pig pen either.

A much simpler networking infrastr ucture is thus desirable, relying on �xed basestations.
An infrastr ucture that doesn't sacri�ce valuable energy by assuming that it is likely that
a communication is ongoing (carrier sense),but still guarantees correct transmission. If
possible such a networking infrastr ucture should try to push high energy tasks onto the
basestations.

1.2.2 Exploring the Design Space

The application at hand impose certain properties onto the sensornetwork: cost, size, battery-
lifetime, minimum sample rates, communication ranges, etc. Theseproperties in�uence all of
the components of the node: software, sensors, MCU. For example the MCU must provide
adequate facilities to sustain the minimum sample rates and not deplete its battery too quickly .
The softwaremust communicate measurements in a timely manner to the farmer, but not spend
too much energy ensuring that this will happen.

The behavior of the entire sensornetwork must be optimized such that it has the best pos-
sible performance in the environment in question. Thus the network infrastr ucture must be
closely �tted to the topology of the pig pen. The software must capture a model of the sow
behavior and act accordingly , and the hardwar e must be designed to provide the necessary
facilities to allow high con�dence of the measurement and high node lifetime.

For the Hogthr ob project (as for most sensor networks) a key performance parameter is
lifetime — which translates to energy consumption. Understanding and tuning the energy con-
sumption of a deployment of sensorsis non-trivial. In order to tune and optimize the power
consumption for a given application the whole design space must be well understood. To
achieve optimal performance one must strive to obtain synergy from all the in�uencing fac-
tors.

Consider a sensor node equipped with motion detectors and remote-wakeup capabilities
mounted on a sow. Such a node might deplete its battery too quickly , if the movement of the
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sow makes the sensorconsume too much energy, or too much energy is spent ensuring that the
node can be woken up when required by the farmer. The farmer might wake up the sensortoo
often arguing for a specialized wake up radio.

It is essentialthat the impact of the environment is studied carefully such that hardwar e and
software can be designed speci�cally for this application. This means that �eld experiments
must be carried out to collect data for analysis.

1.2.3 Thesis Problems

The key problem in the context of the Hogthr ob project is how to explore the design space. In
this thesis we focus on the following problems:

• Genericvs. speci�csensornodes. Can we use generic sensornodes? Should we consider a
sensornode on a chip?

• How to estimate power consumption? We focus on power consumption as it is a crucial
requirement for the Hogthr ob application.

1.3 Contrib utions

Our contributions are the following:

• We argue for the design of a wir elesssensornode on a chip to �t the requirements of the
Hogthr ob application (Section3.4).

• We give a model of how to estimate power consumption in a sensornetwork (Section4.2).

• We describe the design of the Hogthr ob V0 prototype. Note that the design of this node
was a team effort also involving Martin Hansen from IO Technology, Jørgen Kragh Ja-
cobsenfrom Oticon, Kashif Virk from DTU, Philippe Bonnet from DIKU and JanMadsen
from DTU. Our speci�c contribution, in addition to porting TinyOS, writing drivers for
the radio and testing, is a discussion of the rationale for all design decisions (chapter 5).

• We present a novel energy estimation technique for a SoC design using the Hogthr ob
platform (Chapter 6). This technique distinguishes itself from previous work by:

– using real instead of synthetic inputs by placing the prototype in situ

– presenting a more accurate trace of the MCU program execution for higher accurate
of the power estimate

• We give a proof of concept for our new power estimation technique. We discussasfutur e
work how to apply this technique in the more general context of Hogthr ob.

Implementing the actual Hogthr ob sensor node hardwar e (the accelerators)and software
(sensing, duty cycling, etc.) are topics of futur e work. Thesetopics and more will be the bases
of my PhD thesis within the Hogthr ob project.
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1.4 Outline

In the �rst part of this thesis, we analyze two prominent sensor network applications already
deployed (Chapter 2). We review the sensornodes available today and discuss their relevance
in the context of Hoghtr ob (Chapter 3). We focus on the issue of power consumption which is
critical and will thus drive many of our design decisions. We discuss how to estimate power
consumption in a sensornetwork (Chapter 4). In the second part, we describe how to explore
the design spacefor the Hogthr ob application. We describe the design of the Hoghtr ob sen-
sor node prototype (Chapter 5) and we detail how to estimate power consumption using this
platform (Chapter 6).



CHAPTER 2

Sensor Network Applications

In this chapter we analyze two sensornetwork applications. We focusing on the requirements
of the application and how theserequirements are met.

2.1 Great Duck Island

During 2002researchers from University of California Berkeley (UCB) and The College of the
Atlantic deployed a sensor network with 32 nodes on a desolate island of the coast of Maine.
The goal was to monitor the habitat of a small seabird, the Leach's Storm Petrel. The target
lifetime was to monitor the birds during their 7 months breeding period. The sensor network
monitors how the birds usetheir burr ow and it monitors the micro climate in them. The Leach's
Storm Petrel and other seabirds are sensitive to disturbance — sensor nodes provide a low
invasive alternative to frequent visits[49].

2.1.1 Sensor Network

The deployed sensor nodes were slightly modi�ed Mica motes (see section 3.1.1) equipped
with the Mica weather sensorboard1. The weather board features temperature, photo-resistor,
barometric pressure, humidity , and passive infrar ed (thermophile) sensors.

To withstand the harsh, outdoor environment, sensornodesarecovered with a thin parylene
sealant which protects exposed electrical contacts from water. The on-board sensorsremained
exposed to preserve their sensitivity. The nodes were placed in a ventilated acrylic enclosure
(seeFigure 2.1(a)).

The nodes were spread out over a 15 acre area and results were forwar ded to a central
database.The wide spreadof the sensornodesdemands a sophisticated network infrastr ucture.
The authors choosea two tiered architecture by grouping sensornodesclosetogether in a sensor
patchwith a gateway that is part of a transit network that transmits the data to a remote data
storageunit (seeFigure 2.1(b)).

As a simple health sign the nodes regularly included their battery voltage with their sensor
reading. This measure assisted researchers in analysis of remote node failur es and provide
insights in deviating sensorreading.

The authors consider this application is representative of a classof sensornetwork applica-
tions described ashabitatandenvironmentalmonitoring, with the following characteristics:

1Manufactur ed by Crossbow http://www .xbow.com

7
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(a) Housing (b) Network Ar chitecture

Figure 2.1 GreatDuck Island.Mica motein acrylicenclosureandschematicnetworkarchitecture[55].

• Immobile nodes that are left unattended for long periods of time.

• On-line data gathering, measurements are forwar ded through network infrastr ucture

While the experiments were planned for as long as 7 months many of nodes failed much
earlier than this. Interestingly only a few died becauseof depleted batteries, the majority failed
to withstand the wear and tear from the outdoors. Basedon this fact node failur es are shown
to be predictable basedon their, faulty , sensorreadings. An other surprise was the networking
performance the nodes send infr equently and at a low rate, suggesting few or no collisions.
However, in the deployment it turns out that by dif ferent types of misfortune the nodes start
dropping a large number of packets for example at certain period the transmission schedule is
aligned and packetscollide[68].

2.1.2 LessonsLearned

The Berkeley team have learned lessonsfrom their experiments in a number of domains ranging
from packaging to network protocols. From our point of view the most interesting lessonsare:

• The dif ferencesin conducting lab and �eld experiments

• Their approach consist in using pre-designed hardwar e and package,so that it can �t in
a burr ow and survive outdoor conditions. They suggest that a more effective approach
would be to account for environmental conditions and speci�c sensorswhen designing
hardwar e and software.

2.2 Zebranet

The Zebranet project is monitoring herds of Zebras roaming freely in the plains of Kenya[36].
The goal of the project is to conduct a live experiment attaching collars with sensor nodes on
herds of Zebras and log their position using GPSduring 1 year.
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Some35,000Zebrasroam freely in the 40,000km2 Laikipia plateau of central Kenya in larger
or smaller groups depending on their species. The speed and dir ection of movement of the
individual animals in a group is closely correlated, thus tracking an entire herd can be accom-
plished by collaring only a single or a few animals in a group, vastly reducing the number of
collars required.

2.2.1 Sensor Network

Traditional tracking is based on collaring animals with VHF transmitter and locating the an-
imals by driving through or �ying over the expected locations listening for “pings” from the
transmitters. The freely roaming Zebrasgive rise to a radically dif ferent scenariothan the Great
Duck Island scenario:

• The nodes are mobile

• The basestation is mobile (moving along with the researcherscamp)

• The nodes are not in contact with a basestation or network at all times

It is unattractive to deploy �xed infrastr ucture through out the park mainly becauseof the
risk of vandalism and the large area. To solve these problems the authors observe that the
herds of Zebras tend to meet regularly at water-holes scattered throughout the park. Using
this observation, they choosea peer-to-peer datadisseminationstrategy (similar to Manatee[6]):
measurements are replicated from node to node when they are within radio range an to the
base-stationwhen it is in range. By using the last time of contact with the basestation asa data
replacement heuristic, the measurements will statistically make their way towards the base
station.

2.2.2 Prototype Nodes

The authors present multiple generations of prototype nodes, from the �rst proof of concept
(version 0.1[36]) to a small integrated platforms powered by solar cells (versions 1,2,and 3[78]).
The prototype platform experimented with a dual radio system for long / short range commu-
nication, but this was not used in the �eld, as the authors believe that it was unlikely the dual
range principle was of much use. In January2004,a batch of the version 3 nodeswere deployed
in Kenya, a summary of the featuresis given in Table 3.1on page 13.

The platform usesa GPSreceiver to obtain the location at regular intervals and logs this in
the on-board �ash. They choosea long range, low data-rate radio (MaxStream 9xStream2). The
GPSunit and the radio are high power devices (compared with the devices we will look at in
Chapter 3) and to sustain its power budget the platform recharges a battery using solar cells
embedded in the collar.

It is also noteworthy that, although the authors point to many inef�ciencies and power opti-
mizations in the platform, it turned out to begoodenough— 12zebraswerecollared with and the
platform functioned autonomous on the plains of Kenya. A few preliminary results have been
published, but detailed results from the deployment is not available at the time of writing[78 ].

2.2.3 LessonsLearned

The authors gain insights into how to design a sensor network platform and how to conduct
experiments in the �eld. The lessonswe take from the Zebranet deployment are:

2http://www .maxstream.net
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• The authors developed speci�c nodes driven by the requirements of the application. In
this casethe requirements included long range radios, weight, size and GPS-logging.

• The new platform was �xed �rst and then software was developed. There was no evalu-
ation on how the hardwar e could best support the software.

2.3 Discussion

Thesetwo applications are the most prominent examples of sensor network applications that
have been deployed today. Looking back, we can distinguish two types of requirements that
lead to the design of thesesensornetworks:

Functionality sensingcapabilities, modularity , data collection / dissemination

Performance lifetime, price, energy budget, form factor, environmental resistance(rain, fumes,
etc.)

Basedon theserequirements choiceswere made to design a sensornetwork — as far as the
design decisions are concerned,we make the following observations:

• The Great Duck Island designers chose to use pre-designed sensor nodes while the Ze-
branet designers choseto de�ne their own sensornodes.

• In both cases,the application requirements were met through a trial-and-err or approach
that consist of (a) a pre-deployment analysis (either back of the envelope calculations or
micro-experiments in the lab), (b) an on-line monitoring (battery level indication) and (c)
a postmortemanalysis (that rely on data logged during the experiment).

In the context of Hogthr ob, a �rst question is whether to use a generic, pre-designed sen-
sor node or to design our own. As far as meeting the application requirements (described in
Chapter 1), we aim at following a systematic approach for which this thesis is a foundation.

In the next chapter we will try to place the existing platforms in relation to the Hogthr ob
application.



CHAPTER 3

Sensor Network Platforms

In recent years there has been growing research in the �eld of building sensor network plat-
forms, eachof theseplatforms are a point in the design space.Most of the platforms are used to
investigate a multitude of research topics ranging from network issues,remote reprogramming,
sensingcapabilities to software design or scalability. Only a few platforms have beenevaluated
in the context of �eld experiments.

The major drawbacks to designing and building sensornodes, disregarding the cost is: (a)
the design processitself is a long and time-consuming processand (b) scaling a network to
hundr eds or thousands of nodes is dif �cult. To overcome this initial hurdle and to study large
scalesensornetworks simulation is often employed. We will come back to the topic of simula-
tion in Chapter 4 when discussing power estimation, but using simulation asa sensornetwork
platform will not give us insights to the possibilities in hardwar e design that exists today.

The question we posed was: is there a platform available today that we can use in the
Hogthr ob project?In this chapter we look at the available sensornodes.

The nodes we describe in Section3.1have been built using commercially available or com-
mon off the shelf components (COTS), the next natural move for sensor network platforms is
to embed all components on a chip (system on a chip). We look into two projectsexploring this
practice in Section3.2.

3.1 Generic Sensor Nodes

By generic nodes we mean nodes that are built to �t a general pictur e of a sensornetwork node
and not specialized to a certain purpose. We look into a broad range of the generic sensornodes
available today, and compare them in Table 3.1, as a reference the radios can be compared in
Table 5.1on page 38.

3.1.1 UC Berkeley Motes

The vast majority of research in sensor networks has been centered around the generations
of sensor nodes developed at UC Berkeley: Rene, Mica, Mica2 [1, 2] shown in Figure 3.1 —
denoted as“motes”.

Among the �rst motes to be developed at UC Berkeley were the “RF Mote” and the “weC”
motes [34] featuring RFMonolithics TR1000radio and the Atmel AT90LS8535at 150kHz and 4
MHz respectively. While the RF Mote has low power consumption, it is unable to operate the

11
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(a) RF Mote (1998) (b) weC (1999) (c) Mica2 (2002) (d) Telos (2004)

Figure 3.1 FourgenerationsofUC-BerkeleyMotes2

radio anywherenear its maximum capability. The AT90LS8535is a Harvardarchitecture1 without
the ability to write in the program memory and therefore the motes contain a co-processorto
handle reprogramming.

Building on the experiencesof thesenodes, the Reneand Rene2were constructed in a mod-
ular design asa “sandwich” board, allowing easyand compact connection of additional boards
(sensorboard, etc.). The Rene2featured the ATMega163MCU at 4 MHz increasingthe memory
from 0.5KiB to 1 KiB and the program �ash from 8 KiB to 16KiB.

The successorto thesenodes was the Mica[32] and Mica2[43] motes continuing the modular
design but upgrading to a more powerful MCU: the Atmel ATMega 103at 4 MHz and ATMega
128l at 7.37MHz respectively. Among other things the ATMega128leliminates the coprocessor
for writing to program memory. Basedon the experiences in the �rst Great Duck Island de-
ployment, the Mica2 and derivatives (Mica2Dot, MicaZ) are designed without a battery voltage
up conversion (step-up or boost converter) and operate on unregulated battery voltage. As the
battery is depleted, the voltage will drop affecting components such as the radio, sensors,etc.
this in�uence has not beenexplored.

The Rene,Mica and Mica2 motes were (and are) commercialized by the spin-off company
Crossbow3 and are used by most sensornetwork research groups today. A number of variants
have beenmanufactur ed such asthe Dot and MicaDot, primarily with smaller footprint.

Telos

The Telos node from the latest UC Berkeley spin-off MoteIV 4 combines the TexasInstruments
TI MSP430with the Chipcon CC2420,802.15.4radio. The node does not feature the modu-
lar design of the Mica nodes, but have an on-board USB port for easy programming, making
them ideal for educational purposes and less sensible to wear and tear when connecting and
disconnecting plugs to external components.

1The term Harvardarchitecturedenotes the separation of program and data memory asopposed to storedprogramor
vonNeumannarchitecturesin which program and data residesin the samememory space[29]

2http://www .tinyos.net/media.html
3http://www .xbow.com
4http://www .moteiv.com
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MCU Clock FLASH RAM Wakeup Storage Radio
(MHz) (KiB5) (KiB5) (¹ s) (KiB5)

RF Mote[34] AT9080515 0.15 8 0.5 32 TR1000
weC[54] AT90LS8535 4 8 0.5 1000 32 TR1000
Rene[54] ATMega163 4 16 1 1000 32 TR1000
Mica[54] ATMega103 4 128 4 180 512 TR1000
Mica2[54] ATMega128l 7 128 4 180 512 CC1000
MicaZ[54] ATMega128l 7 128 4 512 CC2420
BTNode2 ATMega128l 7.35 128 64 0 ROK101007
BTNode3 ATMega128l 7.35 128 184 0 ZV4002,CC1000

iMote ARM7 12 512 64 Zeevo Bluetooth
Eyes MSP430 56 60 2 244 TR1000
Telos MSP430 8 60 2 6 512 CC2420

ZebraNet MSP430 8 60 2 3.8 9xStream
MC13192 MC9S08GT60 406 60 4 0 MC13192

Table 3.1 Sensornodesummary. FLASH is usedfor programmemory, Clockis theMCU clock,Power
is thepowerconsumptionof theMCU. Storageis extranonvolatilestorage.Theradiosarecomparedin
Table5.1onpage38.

(a) BTNode1 (b) BTNode2 (c) BTNode3

Figure 3.2 BTNodesfromETH Zürich7

MicaZ

The latest Mica variant from Crossbow. As it predecessorsit is based on the AtMega128l and
hasan external serial �ash and asthe Telosnode it featuresthe CC2420,802.15.4radio. The form
factor is the sameasthe Mica nodes and it remains compatible with the Mica sensorboards.

3.1.2 BTNode

The BTNode generations of nodes have been developed at the ETH Zürich in the Smart-ITs
project8 (the threegenerationsareshown in Figure3.2).TheSmart-ITsprototype[9] and BTNode2[8]
were functionally equivalent, however the prototype was merely a proof of concept. They both
feature an Atmel ATMega128l and an Ericsson ROK 101 007 Bluetooth module. Additionally

5KiB, MiB, and GiB is de�ned as210 ; 220 ; 230 bytes respectively[16].
6Variable up to
7http://www .btnode.ethz.ch
8http://www .smart-its.org
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(a) MC13192-EVB (b) MC13192-SARD

Figure 3.3 Freescaleevaluationboardsfor theZibgee-readyplatform

a 60 KiB external RAM block and a battery charge indicator in the form of a simple voltage
divider is provided on-board.

Recently the BTNode3[7] was released,this node is developed at ETH, but manufactur ed
and sold commercially by Art of Technology, Zürich 9. It features the Atmel ATMega128l,
244 KiB external RAM and dual radios: Chipcon CC1000and Zeevo ZV4002. In contrary to
the BTNode2 design the BTNode3 has been designed in a sandwich fashion in order to allow
easyconnection of additional boards.

3.1.3 Eyes

The Eyes project10 has yet to published details on their prototype nodes, however a short
overview has been publish with the T-Mac radio medium accessprotocol[70]. The prototype
features the 16 bit Texas Instruments MSP430F14with 2 KiB RAM and 60 KiB �ash, variable
clock up to 5 MHz. Additionally it hasan RFM TR1000radio, and 2 Mbit EEPROM.The poten-
tial of the variable clock is not explored.

3.1.4 Intel Mote

The Intel IMote[39] is based on an Zeevo Bluetooth module with integrated ARM7 core (part
number not available) with very few other components. The nodes are designed in a stackable
fashion for easyconnection to sensorboards. The details are few, but link reliability is argued
asone of the advantages over more simple radios. An example deployment is described mon-
itoring vibration in an factory scenario. The factory is a radio-hostile environment, with many
obstaclesand machinery generating noise. Even in this environment the Zeevo Bluetooth radio
shows good connectivity and range.

3.1.5 FreescaleEvaluation Boards

Recently DIKU acquired two dif ferent Freescale11 evaluation boards featuring the Motor ola
802.15.4Zigbee-ready platform: the MC13192 Evaluation Board (EVB)[23] and the MC13192
Sensor Applications Reference Design (SARD)[24] (shown in Figure 3.3). Both feature the
Freescale802.15.4MC13192 radio and the MC9S08GT60microprocessor (part of the HCS08

9http://www .art-of-technology.ch
10http://eyes.eu.or g
11A Motor ola company http://www .freescale.com
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family). The MC9S08GT60is an 8 bit MCU with 16-bit addressing spaceand a variable clock
speedup to 40MHz, featuring 4 KiB RAM, 60KiB FLASH, 8 ADC channels

The MC13192-EVBhas a few push-buttons, LEDs, pin headers for external sensorsand a
USB or RS-232programming port. The MC13192-SARD features the FreescaleMMA6261Q,
MMA1260D 1.5g accelerometers.

3.1.6 Conclusion

When designing a sensornetwork platform using commercially available components the num-
ber of options is tremendous: MCU and radio manufactur ers are plentiful. In this context it is
surprising to seesuch a small diversity in choices. Even among the nodes designed by dif fer-
ent research groups the choicesare quite similar — no single node distinguishes itself from the
others asremarkable.

Eachof the nodes were the product of a certain design point, locking a design basedon the
available options. In eachcasewhen a hardwar e design was �xed the software was limited by
the choicesmade in the beginning.

In general this approachallows �exible development, with add on sensors,easycomponent
replacement,etc. The primary drawbacks to this approach is the constraints in terms of energy
consumption and the form factor of the assembledprinted circuitry boards (PCB).

3.2 System on a Chip

The sensornetwork deployments described in Chapter 2, and the available platforms described
in the previous section are basedon COTSnodes. Such nodes are easy to build or can be pur -
chasedcommercially, but has a number of drawbacks. A solution to addresstheseproblems is
to consider a sensornode on a chip i.e. assembling all components of a senor node on a single
chip.

In the following we will look into a few projects, that while being very interesting, are still
in their early stagesand only being tested in simulation or lab experiments.

3.2.1 Spec

The Specnode[33] is an ASIC12 followup to the successof the Mica motes (seeFigure 3.4). It
continues the design strategy and is based on a single MCU for baseband,MAC and applica-
tions with a number of hardwareacceleratorsto of�oad the MCU for demanding operations. To
remain compatible with the Mica motes the implemented MCU core is an AVR instruction set
compatible, 8 bit, Harvar d architecture, RISCcore with 16-bit instructions. As the ATMega128l
it features a two stage pipeline (instruction fetch/execute) and on chip A/D converter. Addi-
tionally a 900MHz radio transceiver is provided on the chip.

The on-chip radio is a simple device with no of�oading features,resulting in high frequency
of interr upts for the MCU. To support ef�cient interr upts two sets of registers are provided
(register windows) and an interr upt merely slides the window lowering the overhead of an in-
terrupt to no more than two instructions. Furthermor e, a start symbol detection (correlator),
simpli�ed dir ect memory access(DMA) and encryption acceleratorsare implemented in hard-
ware.

12Application Speci�c Integrated Circuit
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(a) SPECsensornode
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Figure 3.4 Specsensornodeonachip.PicturesfromJasonHill' swebsite13.

The chip is manufactur ed in a 0.25 ¹ m technology, measuring 2.5 mm on each side and
thousandfold impr ovements in terms of energy consumption are shown on MCU-intensive op-
erations, compared to the Mica platform.

3.2.2 Sensor-Network Asynchronous Processor(SNAP)

SNAP/LE[21 ] presentsan implementation of the SNAP architecture[35], a novel approach to
sensor network processors. SNAP distinguishes itself from a general purpose MCU in two
ways: it is based on an asynchronous logic and is based on an “event driven” design. The
argument for this is the following: recent advances in radio technology will shift the energy
bottle-neck such that the energy consumption of the MCU during active instruction execution
becomessigni�cant. The event driven architecture will addressthis problem, while the asyn-
chronous design will provide further energy savings.

Event driven

The processor is based on processing events through an eventqueueinstead of signaling in-
terrupt that in turn executing the appropriate interr upt handler. The processorexecutesthe
appropriate handlers by removing events from the queue. This eliminates the overhead of han-
dling interr upts. Event handlers are executed non-preemptively, in-order and instructions are
issued to the single in-order execution unit. In essencemoving the event driven nature of many
sensornetwork applications into the processor.

In addition to the execution unit a timer and messagecoprocessoris present.The timer unit
places events on the queue and noti�es the core to execute the proper handler. The message
processoris in essencea 16-bit wide FIFO buffer for transmission and reception.

Asynchronous Logic

Clocked (or synchronous) logic uses the clock to determine when signals are stableor valid —
this has two drawbacks in relation to energy consumption: First, when starting the system, the
clock-signal has to stabilize, leading to longer startup times and secondly, elaborate measures

13http://www .jlhlabs.com/jhill cs/spec
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has to be employed to disable circuitry that is unused in a particular computation (such as
dividing the chip into clock domains).

Asynchronous logic eliminates the need for a clock signal by using a handshaketo express
when a signal is valid. This reducesstartup times and only transistors neededfor a computation
will be active, in a senseautomaticpower management.

Evaluation

The processorhasbeensimulated extensively using a 0.18¹ m technology and a set of tentative
power consumption �gur es are compared to that of the ATMega128l. The authors show an
extremely low startup time (in the order of tens of nanosecondsdepending on voltage) and a
considerably lower energy consumption than the ATMega128l. The expected form factor is not
explored.

The comparison doesnot take into account that the ATMega128lpredatesSNAP with a few
yearsand is probably manufactur ed with a greater feature size than the 18¹ m of the simulation
(the actual feature size is not speci�ed by Atmel). It is unclear which savings can be attributed
to the event driven approach, the asynchronous design or to savings of a lower feature size.

3.2.3 PicoRadio

The PicoRadio Test Bed (or PicoNode I) is the prototype environment of the PicoRadio project.
The PicoRadio project is investigating small, low power system on a chip (SoC)devices for sen-
sor networks (or PicoRadio networks). By applying system-level design decisions and metic-
ulous concern for energy reduction they hope to arrive at a much more optimal design than
optimizing parts of the system without taking the entire system into account[60].

PicaRadio advocates implementing specialized protocol processorsto handle timing sen-
sitive and computing intensive operations. As a �rst order approximation this can be imple-
mented in a con�gurable logic block and later re�ned through a number of iterations to a single
ASIC[17]. A substantial energy reduction is observed even with the �rst order re�nement using
an FPGA rather than a general purpose micro controller [60].

In Section5.1.3on page 37we discussdecouplingRFand computing speeds,asgeneral prin-
ciple to conserve energy. However further analysis shows that this alone does not require a
dedicated protocol processor[30].

Pico Radio Test Bed

The Pico Radio Test Bed[13] is divided into a number of PCBsby the logical function: digital
(computing), power supply, sensors,radio. They are designed is a stackable fashion for easy
and robust assembly. The computing board features(Figure 3.5):

• a StrongARM SA-1100with 4 MiB RAM and 3 MiB of �ash with an adjustable clock from
60MHz to 200MHz

• a Xilinx 40k system gatesFPGA14 (XC4020XLA) with external SRAM and FLASH.

The ARM is running software which will be run on a general purpose microprocessorwhile
the FPGA is emulating the functionality that will eventually be implemented in a dedicated
protocol processor.

14Field Programmable Gate Array
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Figure 3.5 PicoRadioTestBed15

For the ARM a simple programming environment is provided that provides someoperating
system services. It is event-driven in the sensethat user programs are activated via interr upts
(external, timer, etc.) and featuresa single non-preemptive main routine. The main function is
called periodically and it is up to the user to provide parallelism and to ensure that the thread
is non blocking.

From the speci�cation above it is clear that this platform is far morepowerful than the sensor
nodes described previously. While the scenariosand applications envisaged resemblesthose of
most other sensor network projects the described platforms are far more computing intensive
resorting to FPGA implementation to solve the computing needs[13].

While the methodology describes the need for system-level decisions and meticulous con-
cern for power consumption, experimental results using application examples are scarce. Pub-
lished works describesthe completed PicoNode I (Test Bed)[13] and PicoNode II (TCI)[3], but
the lack of experimental data is surprising. The axiom of a separateprotocol-processorbased
implementation always out performing a microprocessorbasedimplementation is not shown.

The secondapproximation of a SoC,the TCI (Two Chip Implementation), is presentedcon-
suming 13 mW on average and more than 24 mW peak — and this does not include radio
front-end and application processor[3].

3.2.4 Conclusion

Designing SoCplatforms allows control over all of the involved components allowing them to
be designed for optimal interaction, not being hindered by legacy design choices.

Furthermor e, it allows software/har dwar e co-design — the SPECnode included an encryp-
tion engine, the SNAP processormoved the event based execution into the processor. In this
way the designers are able to build the exact features that are required in a given application,
this would have beenimpossible using COTScomponents.

15http://bwr c.eecs.berkeley.edu/Research/Pico Radio/Default.htm
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3.3 Discussion

In this chapter we described the strategies for building platforms seenpreviously in the sensor
network community . We have looked at generic nodes built on a setof assumptions about com-
mon general purpose sensor network application, using commercially available components.
Finally we looked at the early stagesof two SoCsensornodes.

Most of the platforms we described have never been tested in long deployments or large
numbers. It is our claim that the generic sensornodes focus on the functionalaspectsof a sensor
network application while the performanceis non-optimal. Basedon the few deployments we
have seenwe are convinced that such platforms will not be able to achieve the performance
required by Hogthr ob. Therefore we do not use any of the exiting nodes. We need a sensor
node specialized to our conditions. It must be cheap(a few

�

), small (can be attached to the ear
of a sow), have a lifetime of up to two years.

We will not go into the cost of producing electronics, but it is a given that for high volumes
integrated circuits (chips) are much cheaper than mounting similar components on a PCB.As
an example a singe Mica2 from Crossbow costs 150 USD16 and this does not include sensors
while the ATMega128l integrated MCU with numerous peripherals costs about 10 USD. It is
our claim that to be able to build a sensor node including sensors,microprocessorand radio
withing the budget it must be built asa system on a chip.

The previous deployment examples showed us the importance of taking all layers into ac-
count when designing a sensornode. Component boundaries impose a limitation on the type
of functionality that can be implemented. The Great Duck Island did not nearly meet their life-
time goals, Zebranet were constrained in the power-saving featuresthe could utilize by poorly
integrated components (a similar observation was made for TinyBT[41]).

To solve theseproblems we chooseto follow a holisticview that takesall layers of design into
account when constructing a sensornetwork. We do this by employing hardwar e and software
co-design[40]. That is, we need to design and evaluate the ability of the hardwar e platform
to support the application and we need to design and evaluate the ability of the software to
exploit the power conserving features of the platform as well as supporting the needs of the
application.

The question is now: how do we design and evaluate a SoC?Producing chips takes time
and is expensive, consequently we wish to evaluate the ability of the SoC design to meet the
application requirements asa part of the design process— before a SoCis available.

Lifetime being the most important parameter, how do we estimate the lifetime of such a
sensornode? In the following chapter we look into how power estimation in a sensornetwork
is performed.

16From the Crossbow website, December2004http://www .xbow.com





CHAPTER 4

Power Estimation in Sensor Networks

While it is generally acceptedin the sensornetwork community that energy consumption is the
crucial evaluation metric, the amount of work on estimating power consumption is surprisingly
low. Most studies have centered around optimizing speci�c subsystemsof a sensornode most
importantly communication — only few look into the power consumption of entire networks,
or evaluate the performance of actual deployments.

Until now we have established that we need to build a SoC.To assistus designing the SoC
we need a methodology to evaluate the design decisions in the context of our application. This
brings two design disciplines together: sensor network design and VLSI design. In a sensor
network capturing the behavior of the application also implies capturing the behavior of all
layers of the node: sensors,networking, operating system, etc. Power estimation in the context
of digital design rarely go ashigh asthe operating, let alone the network and the surroundings.

We will begin by discussing two strategies for power estimation of sensor networks appli-
cations (Section4.1). And go on to describe the related work in the context of sensornetworks
(Section4.2)and VLSI design (Section4.3).

With basis in previous work we will construct a taxonomy that will be used to construct a
model of power consumption for the Hogthr ob project (Section 4.4). Finally we describe the
strategy for the Hogthr ob project (Section4.5).

4.1 Power Estimation Strategies

The two power estimation strategies that have been employed in the sensornetwork commu-
nity on rely either on dir ect measurement or simulation. The two strategiesdif fer primarily (a)
in the way the program is executedand (b) in the way inputs are given to it.

4.1.1 Direct Measurement

One way to gain insights as to the power consumption of a given sensornetwork is to deploy
it and measure the performance. Data can be collected either on-line or stored for postmortem
analysis. This relies on using an instrument to measure properties of a sensor node running
the program binary, while the surroundings is stimulating the inputs of the sensor node. The
recorded log or trace can consist of either measurable values (current, voltage, etc.) or indir ect
measurements such asthe number of packets, I/O activity , etc.

21
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During a �eld experiment the inputs of the sensor node are stimuli from the environment
and radio communication with other nodes. We call these inputs realas opposed to synthetic
inputs emulated by a model during simulation or lab experiments.

Notice that we distinguish lab experiments from �eld experiments — lab experiments will
in general not recreatethe environment that we are trying to observe. Sensornetwork literatur e
show us that �eld experiments often yield surprises compared to lab experiments.

The Great Duck Island expedition relied on dir ect measurement of the sensor nodes, but
encountered several casesof behavior in the �eld deviating from the expectations (based on
lab experiments). We are convinced that these deviations show that the lab experiments did
not turn out to be representative of �eld experiments and did not provide the authors with the
insights about the performance in the �eld, that they were trying to �nd.

Deploying and measuring on large numbers of nodes is dif �cult: the nodes may not be
available or practical challenge of deploying nodes may be unattractive. A short-cut to these
problems is provided by simulation.

4.1.2 Simulation

A softwaresimulation of a sensornetwork canbecarried out apriori: a model of the sensornode
and software is simulated while stimulating it with synthetic inputs. During the simulation run
power relevant information is recorded. The nature of the information is entirely up to the
simulator and can be asdetailed or asabstract asrequired.

Common techniques for generating inputs for the simulation range from synthetic environ-
ment models to replaying captured traces of previous measurements (often network traf�c).
While great care can be taken when constructing environmental models they remain synthetic
and only model the world asthe designers believe it to be.

PowerTOSSIMis a novel approach to power estimation using simulation (seeSection4.2.2).
PowerTOSSIM derives the execution model from the program binary, but relies on simulated
inputs. While PowerTOSSIM estimatesthe power consumption with low error on a number of
examplesit shows high error (above10%)on two crucial benchmarks: a beaconoperation using
the low-power statesof the MCU and a light sensing application using the distributed query
system TinyDB[48]. The authors spend little time investigating the causesof these errors but
merely suggestthat they could be causedby “ inaccuraciesin the(MCU) cyclecount”[63, p. 9] and
“ partly dueto the fact that TinyDB exhibitssomewhatdifferent behaviorin simulation than it doesin
actualhardware”[63, p. 10].

4.1.3 Discussion

The program and input together determine the behavior of the sensor node and are therefore
essential to the power estimation process. The two techniques described above dif fer in their
approach to thesetwo subjectsgiving rise to dif ferent problems.

Dir ect measurements presentsan exact execution model and it allows real inputs. Viewed
in isolation eachsensornode exhibits high determinism — it samples measurements basedon
a timer and forwar ds them to a basestation. Non-determinism is intr oduced in the interaction
with the environment and other nodes. Capturing this dynamic behavior and the impact on the
application using only a software simulator is dif �cult. To capture the impact of this dynamic
interaction �eld experiments are required.

On the other hand using software simulation is helpful to get the big pictur e or for usein the
early stagesof a project. Deploying and measuring on a great number of nodes is, however, in
itself a daunting task and the required instrumentation itself can disrupt the measurements,by
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polluting network traf�c or consuming energy. The major drawback of a simulation, however,
is the dependenceon the model of the sensornode and the environment — impr ecision in these
models can produce incorrect results.

In the context of Hogthr ob dir ect measurements are not possible since our SoCis not avail-
able. This meansthat not only will we have to estimate the impact of the surroundings we will
also have to estimate the power consumption of the hardwar e.

4.2 Node and Network Level Power Estimation

Estimating power consumption in the context of a sensornetwork involves simulating the net-
work and the sensornode. Distinguishing between nodeleveland networklevelsimulators canbe
advantageousasthe techniques to model either dif fer substantially. Most network level simula-
tors do not accurately model the node and vice versa,making it hard to make power estimations
for an entire network using one or the other[50].

Simulating sensor nodes has many similarities to simulating embedded hardwar e and we
start out by describing simulation environments originating from embedded hardwar e and re-
turn to sensornetworks in Section4.2.2.

4.2.1 Embedded Systems

The embedded systemscommunity hasproduced a diverse number of strategiesfor power esti-
mation originating in hardwar edesign. A number of academicand industrial power estimation
tools with emphasison viewing the systemasa whole have emerged, most noticeably a number
of architecture levelsimulators, simulating functionality processorsat a high level. The models
are often limited to the processorcores, and in the context of sensor networks they disregard
other components such assensorsand radios.

SimpleScalar[5] models the functionality of each internal processor block, and is able to
simulate the exact behavior of each pipeline step, cache-block, data register, etc. This model
is augmented by the Wattch[12], SimplePower[75], and TEM 2P2EST[18] with dif ferent power
consumption models. A set of reusablehardwar e components models and usesSimpleScalar
to track the usagepatterns of theseblocks in eachcycle. The models available for SimpleScalar
focus on much more high performance processorsthan the onesseenin sensornetworks, such
aspipe lined processorswith large memory caches.

AccuPower[57] present a reimplementation of SimpleScalar that increasesprecision of the
simulated results, but is based on the same principles. They implement critical parts of the
processormodel in a HDL description language and perform detailed, analog simulation on
theseparts. This technique is in their own wor ds shortof an actualimplementation,AccuPower's
powerestimationstrategy... is asaccurateasit gets[57, p. 2].

JouleTrack[65] exploresper-instruction (or instruction level) energy consumption of two high
performance embedded processors(Strong ARM SA-1100and Hitachi SH-4). They observethat
the energy consumption by instruction type is largely dominated by a common overhead (de-
code logic, caches,etc.) and asa �rst order approximation can be regarded asequal. A second
order approximation is proposed grouping instructions into classesof power consumption. A
power estimate of a program is computed by collecting instruction statistics of a program and
feeding them into a model containing the two observations.

A dif ferent approach to simulating a detailed model consistsin measuring the performance
of the program running on real hardwar e and relate this to the program source. While this
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technique is appealing, doing this in practice requiressomework.
PowerScope[22] compiles a per processpower pro�le by having an external PC regularly

sample program ID and current draw. SES[62] presentsan add-on real time capture card that
can not only take exactpower measurements,but correlate theseto the exact instructions of the
program. EmSim[69] obtains a similar correlation of measurements and program execution by
simply raising an I/O pin.

4.2.2 Sensor Networks

In the sensornetwork community , we boil the approachesdown to two techniques for building
simulation environments: the one continues the thread of instruction level simulation, simu-
lating the exact execution of the sensor node binary. The major drawback to this approach is
scalability. This assertion has recently been challenged by the AVRORA1, but no publications
are available at the time of writing. The other simulates a functionally equivalent of the sensor
node software. The most establishedexample of this approachis TOSSIM,that doesnot provide
power simulation[42 ].

Instruction level simulators arepresentedin EmSim[69], ATEMU[56] and by Robert Dick[19].
The behavioral implementation of eachfunctional unit is augmented with power estimatesfrom
literatur e (data sheets,etc.) or experiments and power estimates are computed using usage
statistics (following the black-box view of components of [64]).

SensorSim[51] presentsasensornode and network simulation environment. The application
is modeled in the TCL-based SensorWare[10] execution environment. The networking model
builds upon the ns-22 model of WirelessLAN (802.11)and the notion of sensorchannelmodels
the environmental stimuli �owing to the sensor nodes. In addition to the TCL functional de-
scription, SensorSimincludes a power model in which eachplatform component (MCU, radio,
etc.) report power state changes to a power source, and the drain is computed. The frame-
work allows an individual power model for eachdevice, and a model for the MCU and radio
is described: The radio tracks changesin operation mode (i.e. receive, transmit, off, etc.) and
a rough cycle count is assignedto eachtask in the simulated program, assuming equal cost for
all instructions.

SensorSimrecognizesthe dif �culty of stimulating a simulation with realistic models of the
environment and allows a simulated node to be connected to the surrounding world by a real
wir elessinterface.

ESyPS[50] emphasizes the node/network level simulator by combining the network sim-
ulation properties of SensorSimand extend Princeton EmSim[69] with a sensor model. Each
node in the simulation is either a SensorSimnode or an ESyPSnode, and the two simulations
are synchronized. In this way the feature to be emphasized is selectedto for eachnode.

EmStar recognizesthe dif �culty of producing realistic stimuli for a simulation and proposes
a hybrid mode: simulated nodes are connected to the outside world with real wir elessconnec-
tions. EmStar focuseson heterogeneoussystemsby providing system servicesfor interconnect-
ing a mix of sensor network nodes, more powerful micro-servers and PCs. Furthermor e, it is
able to simulate the execution of eachof thesedevices[27].

An alternative approach for extracting a model of the behavior of the software is to model
the TinyOS component graph asa hybrid automata3 — a high level platform independent repre-
sentation for both correctnessanalysis and power estimation[15]. The execution of event han-
dlers is modeled by statesaccounting for the number of clock cyclesto executean event and the

1http://compilers.cs.ucla.edu/avr ora
2The Network Simulator http://www .isi.edu/nsnam/ns
3a mathematical model capableof describing both discrete and continuous behavior
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time spent waiting for events. By tracing the �ow of this model, a power consumption estimate
is computed.

SENS[67] emphasizeson the environmental impact on sensornetwork simulations and pro-
vides simulation in a fashion similar to TOSSIM. An, API 4, allows easy integration with for
example TinyOS programs that can be compiled, and executed on a work-station. It provides
a power model much in the style of SensorSim— the application and networking components
report relevant power transitions to a central entity that handles bookkeeping. It models the
interaction with the environment in a similar way to the SensorSimsensorchannel.

PowerTOSSIM

PowerTOSSIMis an extensionof TOSSIMand leveragesthe scalability of TOSSIM,but enhances
the simulation with power consumption estimates.The cost of the scalability of PowerTOSSIM
and TOSSIM is precision, PowerTOSSIM and TOSSIM scalesto thousands of nodes easily on a
desktop PC while more precise,computing intensive techniques would require more time and
computing facilities.

PowerTOSSIM simulates an application using TOSSIM and captures a trace of power rele-
vant transitions. This trace is fed to a powerpro�le and using the timing information in the trace
and the information in the pro�le a power consumption estimate is computed. Such a pro�le
details the power consumption of the individual components CPU, radio, sensors,LEDs, etc.
The authors construct a pro�le for the Mica2 platform using a number of synthetic benchmark
applications that eachexercisecertain components of the platform.

The scalability of TOSSIM stems from the fact that the applications are compiled as native
executables for the simulating platform — it is not simulating the actual instructions on the
target platform. In order to estimate the power consumption of the MCU on the target platform
the authors impose a novel code transformation technique that relatesthe target code to the one
on a PC. By counting the number of basicblocks(sequencesof instructions without branches)
in the simulation binary and relating this to the corresponding block in the binary for a sensor
node, an estimate cycle count is obtained. Experiments show that this technique hasacceptable
precision for common applications.

PowerTOSSIMaddressesthe power consumption at the application level. Using this frame-
work design choices at every level can be simulate by either changing the application or the
power pro�le.

4.2.3 Discussion

To sum up we saw a diversity of strategies for estimating the node level and network level
issues. Each simulator presentsa model that is calibrated to a known truth, putting emphasis
on particular issuesat a given level of abstraction. In general, two effects are disregarded:

Fixed voltage the power consumption of electrical components varies with voltage5

Instant Startup most electrical components have a non-zero startup time. For sensornetwork
systemsthat frequently power on and off this startup time is signi�cant.

The majority of the examplesabove build their models upon existing hardwar e. In our case
the hardwar e is not available — we need to design and estimate the power consumption of non
existing hardwar e.

4Application Program Interface
5A CMOS circuit can as a �rst order approximation be considered as an ohmic resistor in witch casethe power

consumption P can be described asP = U 2

R
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4.3 VLSI Design

A major part of the SoCwe are designing is the processorand associatedhardwar e accelerators.
Suchdigital hardwar e components are commonly described using someform of High-level De-
scription Language (HDL) such as VHDL, Verilog, or SystemC.It is this high level description
that is eventually implemented in a chip (often denoted asApplication Speci�c Integrated Cir-
cuitry or ASIC).

Building and simulating digital hardwar e is an engineering discipline of its own. While it is
not the topic of this thesis we need to give a short background to discuss the available power
estimation techniques. Wewill outline how the digital design processtakesplace in Section4.3.2
and return to the related work on estimating power consumption in Section4.3.3.

When looking at the design process,note that the design methodology of the Hogthr ob
project is mirr ored within the design levels of the HDL design process. Making a power con-
scious behavioral decision has the potential to yield much higher power savings than making
an ef�cient implementation in transistors, just asmaking an application level decision hasmuch
greater potential then trying to optimize a �awed design.

4.3.1 Digital Design Flow

It is beyond the scopeof this work to go into the details of the design and evaluation of a HDL
model. However, in order to discuss the power consumption simulation techniques, we will
brie�y summarize the design �ow from a high level HDL model to an actual ASIC implemen-
tation. The common approach to design and implement a desired behavior is evolve the design
through a number of steps or levels (depicted in Figure 4.1). At each step the design is grad-
ually re�ned and decomposed into modules that will eventually be implemented in hardwar e
components. Transforming a functional description of the desired circuit to an implementation
in logical gatesand �nally an implementation in transistors.

The re�nement processis semi automated and assistedby advanced compilers (or synthe-
sizers) and the functionality can be simulated and compared to the model or simulation of a
dif ferent level (for example gate level versus, register level). Each of these simulations can be
augmented with a model of the power consumption of a given implementation and there by
giving estimates. The precision of such models increasesas we approach the lower levels sim-
ulating the physics of the circuitry . Such simulations are extremely computing intensive and
hencetime consuming.

Even at the higher abstraction levels software simulation is computing intensive and time
consuming. As an alternative the design can be simulated using a hardwar e simulation in the
form of a recon�gurable logic block. Such a device has a number of generic logic blocks that
can be rearranged to match any functionality . The logic block manufactur er provides tools that
synthesizes the design not to a implementation, but to a con�guration of the logic block that
matches the functionality of the design. We return to the speci�c types of simulation devices
available in Chapter 5.

4.3.2 Estimating Power Consumption of a Digital Design

The power consumption of a circuit consists roughly of two parts: the static power consump-
tion and the dynamicpower consumption[14, 25]. The static part denotes the base-line leakage
that the circuit exhibits, while the dynamic is derived from the power consumed by transistors
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Figure 4.1 On theleft thecommonstagesofadigital designproject,on theright is depictedthegraph-
ical output fromAllicance6 synthesizingfromabehavioralmodelto thelowestlevels.

during logic transitions (the switching activity). The power consumption of a design in a given
application is therefore a factor of the chip layout and the actual inputs resulting in a speci�c
switching activity .

Estimating the power consumption of digital designs has been recognized as a �rst-class
design constraint not only in mobile computing applications, but in many other applications
ranging from multi media through high-speed networking devices to super scalarmicroproces-
sors [25, 57]. Consequently a number of techniques exists that can assistus in the process:

HDL tool chain commercially available HDL compilers are able to give estimatesof expected
power consumption at dif ferent levels of design (seeFigure 4.1).

Rules of thumb comparing the design to other designsmight give just asvaluable information
asa HDL compiler.

Hardware simulation simulating the design in hardwar e can give us valuable information al-
lowing us to estimate power consumption.

HDL tool chain

At the lowest level a design can be simulated using an analog simulator often denoted as a
SPICEsimulation after the most well-known simulator (seeSection 4.3.3). Such a simulation
is only possible at the point in the design processwhen an analog representation of the de-
sign is available and is its time consuming. At higher levels of abstraction the simulation time

6Alliance is available for download at http://wwwasim.lip6.fr/r echerche/alliance
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decreaseswhile the number of unknowns in the modeling increases.For example, simulating
processorcoresat the architecture level (RTL) level is troublesome,asmany of the implementa-
tion details that affect power consumption greatly, has yet to be determined.

The simulated results produced by the dif ferent steps of the HDL tool chain relate to the
power consumption that can be expected in the implementation not only in the precision of the
model, but also on a number of other factors.

First the compiler usesa library of common components (cells) to generatethe layout of the
chip. This library contains implementations of dif ferent types of transistors, gates and other
functional blocks. Chip producers often supply or compile designs using their own library
optimized to the production plant. Eachplant often supplies theselibraries describing the per-
formance that can be expected, but most research projects do not consider a particular chip
manufactur er.

Secondly the exact performance of a given gate, transistor and more dif fers slightly from
production run to production run. The variations are often controlled as a contractual matter,
but in somecasesa production run can vary slightly more from the mean than another.

The large number of unknowns before the chip is actually produced means that the values
must be viewed with someskepticism.

Rules of Thumb

Producing a rough estimate using common sensecan in this context produce suf�cient pre-
cision. One could argue that the large number of unknown factors that can radically change
the outcome of the chip production reducesthis to little more than automated rules of thumb.
Along theselines, performing simple calculations can give us a rough estimate.

Simply designing a spreadsheetwith basic power consumption �gur es and �lling out the
blanks from the output of a HDL compiler will in many casessuf�ce. For example the Xilinx
Power Tools7 contain a spreadsheet8 and web edition 9 to estimate the power consumption of
an FPGA design.

Hardware Simulation

While a recon�gurable logic block is functionally equivalent of its chip-implementation coun-
terpart, the energy consumption is dif ferent in a number of ways:

• The baselinepower consumption is factors higher than that of a corresponding chip.

• The mapping (synthesis) of the design onto either on to the generic logic or to an ASIC
implementation radically dif ferent. As a result the dynamicpower consumption will dif fer.

This meansthat a dir ect measurement of the con�gurable logic block doesnot translate into
either relativenor absolutepower consumption of the SoCwith the samefunctionality .

To estimate the power consumption using a recon�gurable logic block a mappingis required.
A number of options exist to perform such a mapping. One option is to carefully investigate
the synthesis to the logic block con�guration an the synthesis to the ASIC implementation and
relate the two to eachother.

Another option is to useon-chipanalysis. By implementing an interface in the logic block that
allows us to monitor the activity inside the chip, this activity canbemapped to the performance
of the SoC.

7http://www .xilinx.com/pr oducts/design resources/design tool/gr ouping/power tools.htm
8http://www .xilinx.com/ise/power tools/license spartan2e.htm
9http://www .xilinx.com/cgi-bin/power tool/power Spartan3
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4.3.3 VLSI Power Estimation

When estimating the power consumption in a digital design project, this usually takes place
quite late in the process;consequently most of these tools try to raise the abstraction level at
which the power simulation takes place.

Both commercially and academically, the subject of power estimation has received great
attention within the VLSI10 domain. Traditional simulation of hardwar e designs are performed
using analog models of the circuit, the Berkeley SPICE or BSIM11 are examples of academic
tools. Such simulations are computing intensive and increasing the speed of the estimation
while retaining good precision is a prime issue[59].

A number of techniques have been suggested to speed up this simulation, in essenceat-
tempting to elevate the point in the design processat which we are able to perform power
estimation. This subject is still a topic of research and we will not go into the details, but only
mention a few.

High level power estimation is often synonym with RTL level simulation. A number of
techniques have beendeveloped both academically and commercially that are able to estimate
power consumption given an RTL level description of the circuit. Among these techniques
are[61]: macro-modelingand fastsynthesis.

Macro modeling is a statistical method that attempts to characterizea lower level implemen-
tation of various RTL macro blocks by meansof statistically “training” the model with random
inputs. Typically , a gate or transistor level tool is used to evaluate the power consumption of a
block given eachinput. HyPE[46], [58], [61] are academicexamplesof this technique.

Fast synthesis is a technique by which to short-cut the synthesis processresulting in an
approximate design. The processis simpli�ed by providing a library of larger functional blocks
that is used to map the RTL description to a design. This allows the designer to get an early
view of the physical effects of a design without resorting to a full synthesis, that can be time
consuming and troublesome. SequencePowerTheater12, Atr enta SpyGlass13 and Terasystems
TeraForm14 are commercial examplesof such tools.

In the Hogthr ob project we rely on the Synopsis Power Compiler 15 augmenting a RTL level
functional simulation with physical information from a library for a given chip technology[37].

4.4 Power Model

With the overview in power estimation techniques originating from sensor networks, embed-
ded systems and VLSI design we are now armed with the tools to abstract and build a set of
conceptsthat we will use to de�ne a power estimation technique for our system on a chip.

Consider how power is consumed on a sensornode: energy �ows from the battery trough
the electrical components in the form of electrons — we are trying to capture the amount of
energy at any given time and the total amount of energy dissipated in the circuit. Note that the
exact nature and time dependence of the power consumption for each component is compli-
cated and is in�uences by parameters such as temperature, the chip technology, the particular

10Very-large-scaleintegration (of transistor basedcircuits)
11http://www-device.eecs.berkeley .edu/ bsim3/
12http://www .sequencedesign.com
13http://www .atrenta.com
14http://www .terasystems.com
15http://www .synopsys.com
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production run16.
We wish to abstract the details of power consumption while retaining suf�cient precision.

To do so, we de�ne a collection of statesand transitions between them, for eachcomponent in
the system. To eachstateor transition a given power consumption cost is associated.Somecosts
are a function of time (e.g. radio on, power-down) while others are �xed (e.g. the execution of
and add instruction, or the switching of a transistor). The statesrepresentsdif ferencesin power
consumption at dif ferent times, for example switching from an active to a low-power mode of
operation. A collection of statesis what we call a powermodeland the associatedcostswe call a
powerpro�le.

Choosing the granularity of states is entirely dependent on the required precision and on
the component in question. A sensor node is made up of a number of components with dif-
ferent characteristics, it is essential that the power model captures the nature of each of these
components. For the most part when working with commercial components it is usually not
possible to view the intricate details of what goeson inside, thus imposing a black-boxview on
the component17.

For example, consider someof the power models of commercial MCUs described previously.
While very few details are available, good results are obtained by employing a wide spread
of strategies ranging from guessing the probable function blocks, counting groups of similar
instructions, counting instructions to counting basic blocks. The previous work shows us that
when working with commercial components the model of the component, is often constructed
basedon the circumstancesrather than choice.

The power model is not a quantitative measure. It only describes how the components of
the system consume energy. As such it does not in itself provide an estimate of the power
consumption of an application running on the platform to the application running on a SoC.In
order to do this we need to:

• Map the sensornode execution to the statesin the power model, we do this by capturing
a traceof the activities.

• Map the states of the power pro�le to actual power consumption �gur es. We do this
by accompanying the power model with a suite of measurements representing the SoC
power consumption — the powerpro�le.

Let us proceedto discus the tracesand the power pro�le.

4.4.1 Trace

In order to estimate the power consumption of the SoC we will have to gather the relevant
information that will allow us to abstract from the details of the prototype platform; we de�ne
this information asthe trace.

The subsystemscommonly seenon sensornodes are: computing, communication, sensing
and power. The components associatedwith eachof thesesubsystemshave dif ferent character-
istics and a number of dif ferent techniques have been employed to capture an activity trace of
each:

16The energy consumption is described by the Jouleheating law expressingthe power P dissipated a steady current
I in the electric potential V asP = I V . In our casethe current and voltage is time dependent and we expressthe total
amount of energy as

R
V (t)I (t )dt[28].

17Abstracting components into black boxes in this way works well for digital designs, but for analog designs it is
often insuf �cient. When designing an analog ampli�er , chip microphone or somesimilar low-power analog component
the preciseanalog performance of the chip will determine the performance. A common technique is to employ analog
simulations using models of the production technology provided by the chip manufactur er.
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Computing Capturing the activity of the computing subsystem is commonly done by record-
ing instruction or a statistics processorof function block usage.

Sensing Sensorscan be entire subsystems,but the functionality is often limited and easily ab-
stracted: turn on, sense,turn off. However, actual components might not be as simple
— some sensorsmight not provide suf�cient low-power modes to turn completely off or
consume power continuously whether sensing or not. Most importantly , most compo-
nents have a startup time, during which the power consumption grows to its �nal level
— the duration and slope of this is signi�cant.

Communication Capturing the power consumption of the networking devices range from
tracking the statesof the radio to capturing tracesof the networking traf�c itself 18.

Power The power subsystem have in general been disregarded in the traces we have seen.
The power subsystem is often composed of a number of DC-DC converters that have
signi�cant power consumption (loss) and dif ferent characteristics of other components.
We return to this subject in Section6.1.4.

Tracesin situ

A number of problems emerges when trying to gather data from nodes deployed in the �eld
rather than in a lab experiment or even in a simulation.

• The amount of data produced by the trace can be quite large. We have not discussed
the type of possible traces, but consider attempting to collect an instruction trace for an
instruction level model. Capturing a snapshot of the currently executing instruction at
every clock cycle of a simple 7 MHz processorwith 16 bit instructions meanscapturing a
stream of 112Mbps.

• In most casesthe required instrumentation will in one way or an other affect an exper-
iment for example by generating arti�cial network traf�c or by reducing node lifetime.
Tracking and calibrating this in�uence is essential in order to compensate the observa-
tions.

Gathering Traces

We imagine threestrategiesfor gathering the tracesin situ: Storing the data on the node for post
mortem analysis, forwar ding the trace via the usual data channel or using a designated debug
channel. All have drawbacks and selecting the best one depends entirely on the circumstances.

Storing the data on the node for post mortem analysis requiresspaceand energy. While this
approach is unable to supply on-line accessto debug information, such data can be very useful
when investigating node behavior or failur e. Even conducting shortened experiments in order
to gather data about the sensor network itself might be attractive. The authors of the Great
Duck Island experiment suggest that this cost might be worthwhile[68 ].

Forwarding the data via the communications channel will of course generate arti�cial net-
work traf�c disturbing the sensor data traf�c. While this in�uence could be minimized using
techniques like piggy-backing, aggregation or compression, if it is the networking character-
istics that are being monitor ed, this is not an attractive solution. The EmStar[27] framework
accumulatesdata in a buffer and forwar ds it in a space-ef�cient, compressed,binary format.

18Capturing network traf�c is very high-level, indir ect approach. From thesemeasures the details of the will have
to be reconstructed and it is therefore associatedwith great impr ecision
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Having a wir ed or wir eless back-channel will for many sensor network deployments be
impossible or infeasible, but for lab experiments where power and �xtur es are close by this
seemslike the most attractive solution. While the back-channelmight seemzero intr usive, bear
in mind that unless the monitoring is completely separatefrom the sensornode, it would still
have to devote time and energy to sending data via the channel.

Detecting Events

While detecting event is easy and free in a simulation doing it in the wild either requires the
software to be instrumented with debugging facilities or that elaborate “snooping” featuresare
available. Most sensornodes do not have such won board snooping facilities and will have to
rely on either instrumenting the code (such as the Great Duck Island[68] and EmStar project
[27]) or designing a separatemonitoring board19.

Instrumenting the code will impose someoverhead in terms program execution and energy
consumption, but without any facilities, this is the only way to gain knowledge of the program
execution.

4.4.2 Power Pro�le

The topic of assigning an energy cost to a speci�c state has been investigated mostly in the
context of simulation. In most cases,this relies on calibrating a model to some known truth
using either simulationor measurements. Often the details are abstracted by computing average
power consumption over a certain period of time, during which the power consumption is can
be considered constant. Whether measurements or simulation is used rely on which type of
model is available:

Measurement The majority of the models are calibrated with data from commercially avail-
able components. A common approach is to exerciseparticular featuresof the component
using micro-benchmarks and measure the performance. The level of detail of such bench-
marks varies substantially, from measurements of instruction level costs,to viewing a PC
as one unit of PowerScope. In general, the models we have seenare limited by the level
of detail that can be obtained from component manufactur ers.

Simulation If a more detailed model is available, this model can be simulated. SNAP was able
to do this as the source of the processoris available, but Wattch usesa similar technique
by simulating genericsubcomponents commonly seenin microprocessors.

The techniques described previously cover both techniques and good results have beenob-
tained by calibrating even fairly impr ecisemodels with measurements of micro benchmarks.

4.5 Discussion

The techniques we have covered until now rely on two assumptions that dif fer from the as-
sumptions in the Hogthr ob project: dir ect measurement rely on existing hardwar e and simu-
lation using synthetic input. Both are valid within their domain, but in the Hogthr ob project

19Such as the XBow MIB600 ethernet-connected programming board used in the MoteLab project
http://motelab.eecs.harvar d.edu
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dir ect measurements are not possible since our SoCis not available, and in order to impose an
application driven design we need real inputs.

As a consequencewe need a thir d approach combining the dynamic behavior of real exper-
iments with the details of a low-level simulation.

The approach that we propose is to rely on a hardwar e simulation of the sensor node
design. We do this by implementing a prototype platform that allows us to changeevery
aspectof the sensornode design, including sensor, radios, but most importantly it allows
us to explore the bene�ts of implementing microprocessorfeatures speci�cally for our
application. Simulating such changesis achieved by employing recon�gurablehardware.
This platform is just as �exible as the software simulation and allows us to deploy the
simulation in the �eld.

The prototype node will be functionally equivalent to the system on a chip, while we need a
power model to map the performanceto system on a chip. The techniques we have covered in
this chapter attempted to model the behavior of existing platforms and existing components. In
the context of Hogthr ob we are trying to do more than model a node with a MCU connected to
a set of components; we are trying to move the entire system onto one chip. This complicates
the calibration aswe are dissolving the component boundaries seenon sensornode platforms.

In the next chapter we will describehow this platform is designed. In Chapter 6 we describe
how to capture a platform independent trace of the activity using this platform, and map this
to the performance of a SoC,using the taxonomy from this chapter.





CHAPTER 5

Hogthrob Prototype Platform

TheHogthr ob prototype platform (Hogthr obV0) must serveasadevelopment platform through-
out the project. It must be general enough to allow a large variety of con�gurations and robust
enough to allow lab and �eld experiments.

The platform was de�ned by the Hogthr ob partners and was implemented by I/O Technolo-
giesdelivering practical expertise in embedded systemsdesign, PCB1 layout and assembly. The
PCBwas manufactur ed and assembledin a foundry before delivery. In total 50 boards are pro-
duced.

The platform was deliver ed in two stages. First a few boards were deliver ed for testing
and evaluation. The testing involved developing the software to be run on the platform testing
every feature of the platform. In a secondstagethe 50boards are produced.

We start out by detailing the rationale leading up to the implemented platform and go on to
the software design and test procedure.

5.1 Hardware Design

The design goals of the Hogthr ob prototype platform are dif ferent from that of the sensornode
we are trying to build. It must be functionally equivalent of our sensornode on a chip, and we
must be able map the design to the performance of a sensornode on a chip.

The two major goal of Hogthr obV0 are

• to allow software/har dwar e co-design

• to provide a prototype platform for further exploration of the design space.

The platform must be �exible enough to let us changeany of the givens of the sensornode
design: radio, sensors,microprocessor, hardwar e accelerators,etc. This allows us to explore a
broad spectrum of design choices: hardwar e/softwar e boundary, radio protocol design, duty
cycling, sensorsampling frequencies,etc.

To achievetheseobjectiveswe adapt a modular design strategy so that we can swap sensors
or radio transceivers with ones resulting in more ef�cient energy and system performance. To
experiment with microprocessordesigns and/or hardwar e accelerators,we need some form of

1Printed Circuitry Board

35
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recon�gurable logic on the prototype platform. To sum up our strategy for building a platform
with no constraints:

• Con�gurable logic to develop hardwar e

• A/D 2 converter (rarely included in con�gurable logic blocks)

• A low-power timer

• Add on-board with wir elesscommunication

• Add on-board with sensors

• The ability be battery powered

We will build the platform by taking choicesamong the commercially available components
and assemblethis to a platform. Let us go on to discussing the possibilities for each of these
choices.

5.1.1 Con�gurable Logic

Con�gurable Logic allows fast development easyprototyping. The major disadvantages of any
logic block is the high power consumption and price compared to speci�c hardwar e implemen-
tations (ASICs). Subsequently, thesedevices rarely �nd their way into �nished products.

At the time of writing, con�gurable logic comes in a few variants - most noticeably �eld
programmable gate array (FPGA) or complex programmable logic device (CPLD). In general
CPLDs are much smaller and more expensive than FPGAs, they offer much more predictable
timing and considerably lower power consumption. However, they are able to support less
general, smaller circuits, and are considerable more expensive than an FPGA.

For our purposes, functionality , price and availability are more important than the actual
performance of the device — as long as we can reason about the power consumption of the
�nal SoC.This requires some form of calibrationof the device with respect to the �nal power
consumption. Consequently we selectan FPGA device for this platform.

The features vary between the commercially available devices. Some devices provide in-
ternal storage of the FPGA con�guration (FLASH based),while some require external storage.
Most devices require an additional microprocessor to control booting and other external pe-
ripherals such as A/D converter, timer, etc. Somedevices provide these features on-chip, but
the amount of con�gurable logic (number of gates)in such devices tend to be fairly limited.

5.1.2 A/D Converter , Timer

A/D conversion units are rarely included in the con�gurable logic block, meaning that if we
want to sample analog values from the processorin the FPGA we need an external A/D con-
verter. Furthermor e, it would be advantageous to enable a low power mode turning off the
FPGA reducing power consumption of the platform.

A simple way to provide thesefeatures is to include an MCU in addition to the FPGA with
the required peripherals built-in. This MCU will control the booting of the FPGA and provide
external peripherals (A/D converter, timer).

2Analog to digital
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5.1.3 Wireless Communication

A number of possibilities exists as the medium of choice for wir elesscommunication: radio,
optical, acoustic and more. However, so far the implementations other than radio, such as the
optical corner cube re�ector from the Smart Dust project[38], remain highly experimental. It
seemsclear that for the foreseeablefutur e sensor networks will continue to rely on radio for
communication.

For most sensor network applications, the usual networking parameters such as transmis-
sion rate (data rate) and latency are lessimportant — aswith all other components we focus on
energy. The most effective technique to saveenergy is to turn unused components off, however
many components including radios cannot be turned on instantaneously. The radio circuitry
needssome time to settleat a given frequency. The settle time is not the only parameter affect-
ing energy consumption, consider the following: somerequire that a con�guration is uploaded
after power on, some provide low power operation, some do not, some provide advanced off-
loading features,while someare simple.

Thus selecting the optimal radio to �t the application requirements is a trade off between
a number of factors, including raw power consumption, protocol, available power modes, in-
terference,transmission range, boot times, interface, and more. For our purposes we chooseto
experiment using dif ferent types of radio to �nd one that �ts our needs. In the following we
will discusssomeof the available hardwar e and a few of the issuesrelated to selecting the right
one for a given application.

Radio and Data Path Speed Con�ict

In a sensor network there is a con�ict of interest regarding the optimal processingand trans-
mission rate. Studiesshow that low-power processorsaremost energy ef�cient when spreading
computation asmuch aspossible in time, while radios aremost ef�cient when operating at their
maximum frequency [30, 31]. For radio front ends (seeSection5.1.4)there exists a simple cou-
pling between radio and processingspeeds- a high speedradio requiresthe processorto sample
the incoming signal at a high rate3.

Decouplingthe RF and processingspeeds is essential and provides signi�cant energy sav-
ings[33]. Choosing or designing the proper hardwareacceleratorsbetween the data-path and RF
parts allowing eachto operateat ef�cient speedsis thus crucial. The acceleratorsof agiven radio
can most often be guessedfrom the interface that the radio or radio-module provides; analog,
digital, bit based,byte based,etc. — a byte level interface might be more energy ef�cient than a
bit level interface.

Furthermor e, the amount of energy spent to send a given number of bits is of course pro-
portional to the transmission time. However, the energy consumption of common radio-chips
is not proportional to the data rate (seeSection5.1.4).A high-speed, low-over head radio is thus
advantageous.

It is noteworthy that most high speed radios operate at high frequencies.There is no infor -
mation theoretical argument for this, the reasonsare likely tied to the legal constraints related
to dif ferent frequency spectrums. The maximum achievable data or rather the symbolrate of a
signal is tied to the bandwidth(not frequency) of the signal and is determined using the Nyquist
and Shannon theorems[66]. Also interesting is the fact that the energy of the radiated signal
hasvery little in�uence on the power consumption of the chip, asthe energy of electromagnetic
radiation is proportional to the frequency[45].

3for example Nor dic VLSI recommendssampling of 3 times the data rate to achieve reliable results [71]
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TR1000 CC1000 CC2400 CC2420 nRF2401 MC13192 ROK101007

Manufactur er RFM Chipcon Chipcon Chipcon Nor dic Semi Freescale Ericsson
Frequency 116MHz 433/916 MHz 2.4GHz 2.4GHz 2.4GHz 2.4GHz 2.4GHz

Multichannel No Yes Yes Yes Yes Yes No
Encoding OOK/ASK FSK GFSK OQPSK GFSK OQPFSK GFSK
Max rate 115kpbs(ASK) 76.8 1 Mbps 250kbps 1 Mbps 250kbps 723.2kbs
RxPower 3.8mA 9.6mA 23mA 19.7mA 18mA 37mA 48mA
TxPower 12mA 13.6mA 15mA 14mA 10.5mA 30mA 48mA

Power down 0.7¹ A 0.2¹ A 1.5¹ A 1 ¹ A 1 ¹ A 0.2¹ A 1 ¹ A
Wake up 16¹ s 1.5ms 1.4ms 1.2ms 3 ms 25.1ms 1.5s

Figure 5.1 Radioroundup. The information is gathered from the respectivedatasheetsthat can be
obtainedfrom the webpagesof RFM Monilithics, Chipconor Nordic Semiconductorrespectively. The
Ericssonmoduleis discontinuedandwelist the�gur esfrom[41]. Thetransmit current is listedwith an
output powerof-5 dBm,exceptfor theROK modulethat doesnot list theoutput powerwith thetransmit
current. Wakeup denotesthetransition fromthepowerdownstateto active(receiveor transmit).

Protocol

Numer ous studies have shown the impact of the protocol on power consumption. In essence
most of these studies regard meticulously duty cycling the radio by selecting wake-up strate-
gies,back-off, encoding, etc.[53, 70, 73, 76, 79].

We will not constrain our selvesto a particular protocol at this stage,but it is important that
the radio is �exible and allows us to experiment. In contrast to for example Bluetooth imposing
an entire communications stack leaving little room for exploration[41].

Energy Per Bit

A key �gur e often seenin sensornetworks is the energy spent per bit sending a given amount
of bits (J/bit). Caution should be taken when comparing this �gur e from radio to radio and
protocol to protocol, asit concealsdetails such asoverhead of a given radio (wakeup time, etc.),
the transmission rate, packet length, etc. For example similar cost is reported for the Ericsson
ROK 101 007 Bluetooth and ChipCon 800 MHz TR1000radios[31, 41]. It is obvious that the
power-hungry, high speed Bluetooth radio and the slow power conserving TR100would not
consume the same amount of energy in a given workload (duty cycle, packet size, number of
packets,network topology, etc.).

5.1.4 Radio Front-Ends

Little focus has been given to building or selecting radios that ef�ciently support the require-
ments of sensor networks such as rapid wake-up, rapid detection of remote wake-up signals,
etc. One exception is the SpecSoCnode, but very few details have beenpublished [33].

A radio chip consistsof an analog part and possibly a digital part. The analog part handles
the signal transmission, ampli�cation, frequency synthesis, etc. while the digital part usually
of�oads (or replaces)the host processor. The digital part can range from simple analog to dig-
ital conversion, start-of-packet detection, CRC check, to on-chip processors. In the following
we refer to the digital parts as hardware acceleratorsand the radio front-end as the component
containing the analog radio and digital part, regardless of size.

Table 5.1gives an overview of a the most signi�cant featuresof a few popular radios. Some
have beenused extensively in the sensornetwork community . As a referencethe EricssonROK
101 007 Bluetooth and 802.15.4(Zigbee) modules are given. The distinction of front-end and
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back-end gets blurr ed from the fact that the packagesmight include a MCU handling low level
protocol operations

We have focused on the CC2400and the nRF2401high speed, 2.4 GHz radios, with com-
parable performance. Furthermor e the features of each are almost identical providing both a
bit-level and a packet-level interface (nRF2401denotes this as ShockBurst) with CRC of�oad-
ing. The nRF2401requiresslightly fewer external components, fewer external pins and the data
sheetpromises slightly lower power consumption. On the other hand the CC2400has half the
startup time of the nRF24014.

5.1.5 Energy Source

It is currently a topic of research whether it is possible to power sensor nodes from energy
scavengedfrom the environment. The Hogthr obV0 platform is not a sensornode, and its energy
consumption is factors higher.

Thus the only viable energy source to power the Hogthr obV0 platform in the �eld is batter-
ies. Which type of battery to use for a particular experiment is up to the lifetime goals of this
experiment.

5.2 Hogthr obV0

The discussion above leadsus to taking choicesof eachof the components and implemented by
the Hogthr ob partner I/O Technologies. The functionality of the platform can be divided into
four closely interacting subsystems: computing, sensing, communication, and power supply
(seeFigure 5.2). We will look into the details of eachof thesesubsystemsin the following, �st
let us sum up the contents of this devision

Computing an FPGA for hardwar e development and an MCU for external peripherals

Communication an add on-board with a �exible radio with low level access

Sensing an add on-board with sensors

Power a power supply allowing battery powered operation

The platform has been designed as a motherboard (containing the computing and power
subsystem)and additional boards for sensingand communications. The motherboard measures
8.5cm by 7 cm (largely due to the high number of external connectors)and is constructed of an
eight layer PCB.

5.2.1 Computing

The function of the computing subsystem is to executethe sow monitoring application and to
coordinate the functions of the sensornode; that is controlling the radio and sensors.The perfor -
mance of the MCU is less important — the energy consumption will be dominated entirely by
the FPGA. The computing subsystem is made up of the Atmel ATMega128l, 8-bit, RISCmicro

4The start-up time of the CC2400is dependent on the external components and the on in Table 5.1 is calculated
with our best guessof thesecomponents.

5Picturesfrom an unpublished internal note
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Figure 5.2 HogthrobprototypeplatformHogthrobV05.

controller and the Xilinx Spartan3seriesXC3S400FPGA. They are interconnectedby the exter-
nal memory interface of the ATMega and an interr upt line from the FPGA to the ATMega128l
allows the FPGA to asynchronously interr upt the ATMega128l.

To support a low-power operation with the FPGA powered off the ATMega128lcontrols the
booting of the FPGA. In this way the FPGA can be turned off and booted basedon say a timer
event in the ATMega128l.

Initially all functionality is placed on the ATmega128land will gradually be moved to the
FPGA. The radio and other peripherals are controlled by an application running on the AT-
Mega, but eventually the ATMega should only initialize the FPGA and work as an external
timer and A/D converter for the FPGA.

ATMega128l

The ATMega128l is a straightforwar d reasonablypriced, 8-bit, RISCmicro controller with a fair
amount of peripherals (seeTable 5.1(a)). The UART and A/D inputs are connected to external
connectorsand 3 LEDs and a button are provided on-board.

The ATMega128l is well supported by the GNU GCC6 tool chain on which TinyOS relies,
allowing us to port TinyOS quite easily to this platform.

The �rst UART and programming pins are connected to the programming connector and
the second UART and SPI bus are connected to the communications subsystem. Sensorsare
connected to 8 pins that are programmable aseither digital I/O or analog inputs.

6http://gcc.gnu.or g/
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ATMega128l

Clock 8 MHz
Registers 32x 8 bit

Addr essspace 16bit
RAM 4 KiB

EEPROM 4 KiB
FLASH 128KiB

10-bit ADC ch. 8
UARTs 2

Peripherals SPI,I 2 C, JTAG
Voltage 3.0V

Power consumption (3.0V)
Active 20mA

Idle 12mA
Power-down 7 25 ¹ A

(a) ATMega128l[4]

Spartan3 XC3S400

Gates 400K
Block RAM 288KiB
Dist. RAM 56KiB

Digital I/O pins 173
Con�g PROM 1.7MiB

Voltage 2.5V & 3.0V
Quiescent Power8 56.5mA

(b) Spartan3XC3S400[74]

Nordic Semiconductor nRF2401

Carrier frequency 2.4GHz
Interface SPI

Modulation format GaussianFSK
Data rate 1 Mbps

Supply Voltage 1.9-3.6V
TX Current 10.5mA -5 dBm
RX Current 18mA -90dBm

Power down mode 1 ¹ A
Standby mode 12 ¹ A

Standby! Active 0.2ms
Power down ! Active 3 ms

(c) nRF2401[72]

Table 5.1 Computingandcommunicationsubsystemsummary

Xilinx Spartan3

The Spartan3 series is a recently released state-of-the-art FPGA; a summary of the features
is given in Table 5.1(b). It provides 173 digital inputs and �exible digital clock management
(DCM). Programs and data is stored in a 64Mbit (7.6KiB) external FLASH. The large amount of
externally connected pins allows us to connect a large variety of external components ranging
from simple digital sensorsto external high-speed memory. The tool-chain to compile a digital
design from the VHDL or Verilog description is supplied by Xilinx for a few operating systems.

The FPGA con�guration is stored in one of two external 1.7 Mbit PROMs. Selectingwhich
con�guration to load is controlled by the ATMega during FPGA boot. Data is downloaded to
the PROMs using the JTAG interface.

The I/O pins are connected as follows: 6 to button and leds, 13 to the ATMega (external
memory, etc.), 19 to the radio, 46 to external connectors, 44 to external FLASH, 2 to the con�g
PROMs, 1 to the 4 MHz clock, 2 to the 48MHz clock, and 40are unconnected (or grounded).

One of 8 globalclockinputs can be routed dir ectly to the elements of the FPGA or to one
of 4 DCM blocks. EachDCM block allows various clock manipulation operations for example
scaling by a programmable factor (ranging from 1

16 -32). On the Hogthr obV0 board it is supplied
with a48MHz and 4MHz clock in principle allowing very high frequencies,however the power
supply is unable to handle clocks in excessof 200MHz. The DCM units canalso be used to turn
parts of the FPGA con�guration off to experiment with dif ferent power modes of the design - in
much the sameway aspower modes in the ATMega works. This is accomplished by connecting
additional DCM units to the incoming clock and dynamically enabling or disabling theseunits.

The goal of the ATMega128l is to function simply as a auxiliary processor for the FPGA
providing timer and analog I/O. This will be accomplished by implementing an AVR instruc-
tion set compatible MCU core in the FPGA and migrating the applications. We are currently
investigating two types of MCU cores a traditional clocked core and a MCU core based on
asynchronous logic, which has been shown to have power consumption advantages (seeSec-
tion 5.2.5).

7Watch dog timer enabled.
8Power consumption with empty con�guration loaded.
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(a) Communication (b) Sensing (c) Power

Figure 5.3 Communicationdaugther-board(a), sensor-board,and batterypacksfor the HogthrobV0
platform.

5.2.2 Communication

The communications subsystem is separated on a daughter-board for easy replacement (see
Figure 5.3(a)).The connections for the communication board is routed via a set of bus-switches
(controlled by the ATMega) to either the ATMega or the FPGA. On the FPGA they are routed to
general I/O pins while on the ATMega they are routed to the SPI,UART and interr upt pins.

Currently our communications board features the Nor dic Semiconductor nRF2401(seeTa-
ble 5.1(c)). This front-end has an interface similar to SPI and is accessedthrough the SPI pe-
ripheral of the ATMega. The operation mode of the radio (off, stand-by, receive, transmit) is
controlled with a few simple data-pins

With this radio, we can get started quickly using the built-in MAC, but it also allows low
level accessto the in-air bit stream enabling us to design and implement a MAC layer more
suitable for our needs.

5.2.3 Sensing

The sensorsare comprised of an on-board temperature sensor, mainly for testing, and an ad-
ditional PCB for easy interchangeability. The additional PCB is connected trough either the
external connectors of either the ATMega or the FPGA. Analog sensorsmust be connected to
the A/D converter of the ATMega and digital sensorscan be connected to either the ATMega
or FPGA. Connecting a digital sensorwith I2C, SPIor similar interfaces to the ATMega can be
troublesome, as all of the built-in peripheral controllers are used for other purposes, meaning
that the interface would have to be implemented in software. On the other hand an interface
can easily be implemented in the FPGA and connected to any of the pins.

Included on the motherboard is the MAX6635 temperaturesensorand programmable alarm.
While this sensor is not a requirement for the sow monitoring application, it is convenient for
testing and developing software.

It hasbeenshown that there is a good correlation between estrous and movement of the sow.
Therefore our �rst sensorboard experiments with dif ferent types of accelerometers. While the
sows mostly walk or run along the �oor , some studies indicates that during estrous the sows
are likely to mount eachother producing vertical motions. Consequently, we have chosentwo
recently released,state of the art accelerometers: an analog 2-axis Analog Devices ADXL320
and a digital 3-axis STLISL02DS(seeFigure 5.3(b)). A summary of the sensorfeaturesis given
in Table 5.2. While the ST accelerometer has a considerably larger footprint and cost approxi-
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ADXL320 LIS3L02DS MAX6635

Type Accelerometer Accelerometer Temperature
Interface Analog SPI/ I2C SMBus/ I2C
Range § 5 g con�gurable § 6 g or § 2 g -55— 150°C

Resolution 2 mg 1 mg 62:5 ¢10¡ 3°C
Voltage 2.4V — 5.25 -0.3— 6 V 3.0— 5.5V
Current 0.45mA 1 mA (typ) 270¹ A

Power-down 10 ¹A 12 ¹ A
Turn on time 79ms 50ms 500ms
Bandwidth 10Hz 2 kHz (up to)

Table 5.2 Sensorsummary. TheADXL requiresa fewexternalcomponentsthat affectbandwidthand
turn on time: the �lter capacitors.Herewehavecalculatedthe�gur esbasedon thecomponentusedon
thesensorboard(0:47¹F )

DC
DC-On

Vcc

Vco
Vcc

ATMega FPGA

Figure 5.4 FPGA to ATMegainterconnect.EachI/O pin of theFPGA is connectedwith two diodes
for Electro-StaticDischargeprotection[74].

mately twice asmuch asthe ADXL, the two have comparable power consumption 9. This sensor
board allows us to explore the range and axis requirements of the Hogthr ob.

5.2.4 Power Supply

The power supply subsystemprovides eachof the other subsystemswith appropriate voltages
and it allows the ATMega to turn the FPGA and FLASH on and off. The power supply subsys-
tem is comprised of a power source (batteries or lab power supply) and a collection of DC to
DC converters. The DC to DC converters are able to handle input voltages approximately in the
range 3.0-5.5V. The board is supplied with 5 voltages in two groups. The �rst is turned on and
off by the ATMega128l,and the secondpowers the ATMega128land nRF2401:

1. 1.2V, 2.5V, 3.0V for the FLASH, PROMs, and FPGA.

2. 3.0V for the nRF2401and �lter ed 3.0V for the ATMega, and as analog referencevoltage
for the A/D conversion.

Powering off the FPGA requiresspecial care to prevent the FPGA from shorting the pins of
the FPGA to ATMega interface to ground. The internal circuitry of the FPGA meansthat special
caremust betaken when powering off the FPGA (seeFigure5.4).When the Onsignal is disabled
the supply voltage of the FPGA is connected to ground. If any of the pins of the ATMega are
driving the line (that is con�gur ed asoutput) a dir ectconnection from supply to ground hasbeen

9The ADXL is an analog sensormeaning that there is a small overhead in the analog to digital conversion
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Voltage regulators

The performance of a circuit degrades with voltage and as the minimum voltage is
approached the circuit will stop functioning[52 ]. If a varying power source is used,
this implies that a voltageregulatorcan be advantageous. A voltage regulator provides
a constant DC output voltage regardless of changesin the current and input voltage.
However the regulation comesat price — the ef�ciency of the regulator expressedas
the leak to ground.

The ef�ciency of a regulator depend on the type and among other things the cur-
rent of the regulated power (load) — it is not uncommon that at low loads that the
leak exceedsload. This dependence is described by a non-trivial curve for the par-
ticular device. For example the ef�ciency of the LP2989of the Hogthr obV0 platform
rangesfrom -200%—95%over the range of loads that the device canaccommodate. A
particular regulator is most ef�cient in a narrow band, while a sensornode load varies
several orders of magnitude.

The design of voltage regulators is sciencein itself, and we will not discuss the
details. Commercially there is a number of dif ferent regulators available basedon dif-
ferent transformation principles and their performance, features,size and price varies
substantially. Primarily they dif fer in ef�ciency , the output noise and their ability to
satisfy changesin input voltage or load current (transients).

created. This connection will draw a current and in worst caseoverloading and destroying the
FPGA. It is thus essential that the pins of the ATMega is put into a state where they are unable
to drive a current over the line (tri-stated).

5.2.5 ProcessorCores

In order to explore the design options of a SoCwe design and implement two processorcoreson
the FPGA. The design of low power micro processorsis an ongoing research subject, however
our focus is not to advance the �eld of low power processors,and we choose relatively well
understood choices. Keep in mind, that for a sensor network application the processorwill
spend most of its time in sleep mode not actively executing instructions. Shifting the focus
to startup times and providing the right low-power states and hardwar e accelerators— not
executing instructions ef�ciently .

Furthermor e, a key issue is the tool chain. Having a suit of tools available when developing
an actual application is a must. As an example consider the Freescaleevaluation boards based
on a Motor ola HCS08 controller, that is not supported by the GNU GCC compiler. Porting
TinyOS to this platform not only involves rewriting hardwar e dif ferences,but also tool-chain
dif ferences.Thesearguments lead us to implement two AVR-instruction setcompatible proces-
sors,named after two classicDanish motor cycles[47]:

Disa A design basedon asynchronous logic, for low-power operation.

Nimbus A synchronous design originally basedon a design from OpenCores10 and gradually
re�ned[37 , 47].

10http://www .opencores.org
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Disa Core

The Disa core is based on the principle of asynchronous logic promising lowered power con-
sumption (seeSection 3.2.2on page 16. This processorhas not been completed at the time of
writing and the functionality is asof yet not reliable.

Nimbus Core

While the Disa core promises power savings the Nimbus core is much more thoroughly tested
and we will only concern ourselves with this core in this thesis. The Nimbus core based on a
non-modular design implementing most functionality in one function block (seeFigure 5.5(a))
making it relatively hard to extend.

It implements a subsetof the functionality of the Atmel ATMega103with no hardwar e mul-
tiply unit. Low-power modes are implemented using clockgating11. The serial �ash is used for
program storage,however, for teststhe programs are stored in the SRAM memory blocks of the
FPGA for simplicity .

To get a feel of how the Nimbus core performs we simulated the Nimbus core using the
Synopsis Power Compiler[47 ] and in the following we compare the results to the ATMega128l.
The core is simulated with several chip technologies, but to be comparable we try to guess
the technology of the ATMega128l and look at this technology. The actual technology of the
ATMega128lis not published, but one guessis that is manufactur ed using a 0.25¹ m technology.
In a nutshell lower feature size means lower power consumption, meaning that if we want to
explore the architecturaladvantagesof the Nimbus core the technology should be the same.

To compare the two coreswe write a few benchmarks and run them in the simulated envi-
ronment and on the ATMega128l of a BTNode2. Each of these benchmarks exercise dif ferent
features of the processor core. To allow us to only measure the power consumption of the
MCU and no additional component, we modify the BTNode2 slightly: on this board there is a
0 Ohm resistor that can easily be replaced by two wir es, allowing us to an ampere meter (see

11Clock gating describesthe ability , to feed clock signals only to the parts of the circuit that needsit. The clock signal
is combined with a clock-enablesignal in a logic and gate[44].
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Benchmark ATMega128l Nimbus Description

nop 47.5mW 2.26mW A tight loop of no-operation instructions
idle 17.0mW 1.00¹ W Idle mode of the ATMega

power-save 38.6¹ W 1.22¹ W Power-savemode of the ATMega
power-down 39.0¹ W 0.59¹ W Power-down mode of the ATMega

add 30.1mW 1.38mW Tight loop of add instructions storing in registers
add-mem 31.9mW 1.90mW Tight loop of add instructions storing in memory
hamming 32.3mW 1.76mW Hamming encoding and decoding

Table 5.3 ComparingtheATMega128landtheNimbusprocessorcore

Figure5.5(b)and 5.5(c)).The ATMega128lon the BTNode2 is powered with 3.3V power supply
running at 7.35MHz, while the Nimbus simulated with a 1.32V running at 7.0MHz.

The results are given in Table 5.3. It is clear that using this comparison the Nimbus core
outperforms the ATMega128l. While this is promising, it could be biased:

• If the ATMega128l is not manufactur ed using a 0.25¹ m technology the numbers are not
comparable.

• Thesimulated operating voltage of the Nimbus core is lower than that of the ATMega128l12

Even with this simple comparison with this relatively naive implementation of the Nimbus
core it is evident that lowering the power consumption of the MCU is possible.

5.3 Software Design

The sensor node system is limited in a number of ways: Memory, computational power, etc.
however, the most limited resource is energy. The energy performance of a sensor node is
greatly in�uenced by the software running on it. The sensor node control software (operat-
ing system) has to be designed to ef�ciently utilize the limited resources and, especially, the
power-conserving featuresof the sensornode platform and to incur low computation and com-
munication overhead.

Our operating system of choice is TinyOS. TinyOS is a programming environment rather
than an operating system in the traditional senseand is closely tied to the nesClanguage which
is an extension of the C-language [26]. The TinyOS programs comprise a number of components
interconnected by interfaces. A component implements an interface, and can serve either as a
software module or as a wrapper for a hardwar e block. The extremely modular and �exible
TinyOS is very well-suited for exploring the boundary between hardwar e and software[42].
TinyOS does not provide any guaranties for time-critical processesin the sameway a real-time
operating (RTOS) system would. We are using very limited hardwar e and an RTOS would
impose a large overhead, in practice the event-driven, slim architecture allows the programmer
to write programs that meets the time-critical constraints of the system (such as the physical
layers of communication). TinyOS was originally developed for the Berkeley generations of
sensornode platforms, and has beenported to the Hogthr ob platform.

To allow us to develop the software before the Hogthr ob platforms were available, we
started out by using a BTNode2, that shares the MCU of Hogthr obV0. Also the software was

12A CMOS circuit canasa �rst order approximation beconsidered asa resistor in which casethe power consumption
P can be described asP = RI 2
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developed using the nRF2401evaluation board. The primary dif ferencesbetween using the two
is the pin connections — this is handled gracefully by the platforms of TinyOS allowing us to
share the code between platforms.

5.3.1 Porting TinyOS

The coreof TinyOS is very slim — it contains the simple threadmodel of TinyOS and little more.
Subsequently, porting TinyOS is trivial, but in order to accessthe peripherals of the Hogthr obV0
platform we must implement corresponding software components.

We implement nRFSPI and htV0Control to accessthe radio transceiver, the FPGA, the
bus-exchangeswitches, and the push-buttons. For compatibility with existing TinyOS compo-
nents (such as IntOutput , IntDebug , etc.) the LEDs are controlled through the Leds com-
ponent. The component htV0Control provides control of the remaining components of the
Hogthr obV0 platform: FPGA, buttons.

To span across multiple platforms easily TinyOS intr oduces the concept of platforms. For
each platform implementations are provided for certain low-level interfaces used by higher
level applications (one can think of theseasdrivers in a traditional operating system). By shar-
ing interfaces acrossplatforms an application can easily be compiled for multiple platforms. In
our casewe have implemented the Hogthr obV0 platform, but for testing we are also using the
BTnode2platform.

In addition to this the ATMega128l based Mica variants and BTNode2 share the common
meta platform avrmote— this platform provides only functionality related to the ATMega128l.
The Hogthr obV0 sharesthe sameprocessorand we reuseasmany components aspossible.

5.3.2 FPGA, ATMega Interconnect

The FPGA is connected to the ATMega128l through the external memory interface — from the
ATMega the FPGA is merely memory mapped to a special portion of memory.

The htV0Control components contains abstractions to enable and disable the external
memory interface. In addition to the memory interface the two are connected with an inter-
rupt line from the FPGA to the ATMega128l, htV0Control provides a TinyOS event for this
interr upt.
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interface nRFSPI {
command void enableSPIMaster();

/* Set up the nRF2401 in rx mode and provide a buffer for reception
* The buffer must be atleast as big as ADDR_LENand PAYLOAD_LEN
*
* The buffer is given back when the radio is set to txMode
*/

command void rxMode(nRF_pkt_t* pkt);

/* Set the nRF2401 in tx mode and give back a buffer given in rxMode
* of NULL if no buffer was given.
*/

command nRF_pkt_t* txMode();

/* Send a payload of "pkt" to the recipent in "pkt".
*
* @return SUCCESSif no byte were in transit or a buffer
* was available.
*/

command result_t sendPkt(nRF_pkt_t *pkt);

command result_t sendShockConf(shock_conf_t *conf);
command result_t sendBytesRev(uint8_t *first, uint8_t *last);
async event result_t sendDone();

/* Propagates data from the air to an application.
* channel dennotes the transmission channel (1 or 2)
* last signals the end of the current packet (DR1/DR2 low)
*/

async event nRF_pkt_t* dataReady(uint8_t channel, nRF_pkt_t* pkt);

/* Non-interrupt controlled interface */
command void send_sync(uint8_t data);

Figure 5.7 TheTinyOS interfaceofnRFSPI

This component alone does not provide the means for communicating between a proces-
sor core in the FPGA and the ATMega128l. This will have to be constructed as an additional
component.

5.3.3 nRFSPI

The nRFSPI component work as a wrapper for the functionality of the nRF2401and provides
a packetlevel interface to the byte level SPI peripheral of the ATMega128l. The component is
shared among the platforms that we are working with (BTNode2 and Hogthr obV0). The nRF-
SPIcomponent is not a MAC, it assistsin communicating with the nRF2401,but does not han-
dle collisions and retransmissions or any other facilities that one would expect from a MAC.
Furthermor e, it does not handle the timing required when switching operation mode of the
nRF2401,this will have to be implemented in an additional component.

The interface of nRFSPI abstracts the accessof the nRF2401by providing events and com-
mands for common operations and providing data structureswith human readable�eld names.
The interface is shown in Figure 5.7and the two data structuresused by the interface is shown
in Figure 5.8.

TinyOS does not provide any form of memory management. This meansthat the programs
will have to keep track of the used and available space.The two common approachesto this in
TinyOS are transferofownershipand buffertrading[41]. Transfer of ownership implicitly transfers
the ownership of a buffer when it is passedfrom component to component. It is up to the com-
ponents to ensure that only the right one modi�es it at the right time. Buffer trading denotesthe
processof giving a buffer to a component and getting one back. Using the data structures en-
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typedef struct {
uint8_t payload[PAYLOAD_LEN];
uint8_t addr[ADDR_LEN];

}__attribute__((packed))nRF_pkt_t;

(a) Data packet structure

typedef struct {
unsigned int rx_en : 1; // RX or TX operation
unsigned int rf_ch : 7; // Channel frequency
unsigned int rf_pwr : 2; // RF output power
unsigned int xo_f : 3; // Crystal frequency
unsigned int rfdr_sb : 1; // RF data rate
unsigned int cm : 1; // Direct/ShockBurst
unsigned int rx2_en : 1; // Two channel receive
//high order bits

} __attribute__ ((packed)) gen_config_t;

(b) Common con�guration structure

Figure 5.8 Twodatastructuresfor thenRFSPIinterface.

ablesthe buffer trading type of memory management — trading chunks of equal size. The two
types of memory management are not mutually exclusive and can be used to the convenience
of the programmer.

In the nRFSPIinterface the event dataReady is an example of buffer trading while rxMode
is an example of transfer of ownership.

Con�guration

The �ner details of the operation of the nRF2401is controlled by uploading a con�guration (or
control wor d) to the device. The con�guration setsparameters such asreceive/transmit mode,
data-rate, etc. The control wor d is split in two parts one common part for dir ect-mode and
ShockBurst and one only required for ShockBurst.

Mastering SPI

Communicating with the nRF2401takesplaceover a three-wireserial interface. TheATMega128l
doesnot have such a peripheral, but it would be advantageous if we could use the SPIinterface
of the ATMega128l to control the communication.

The interface of the nRF2401is not entirely unlike the SPIinterface of the ATMega128land in
order to usethe SPIperipheral of the ATMega128lit hasto bemisused slightly . The SPIinterface
is a four wir e interface consisting of: chip select (CS),clock (CLK), master send (MOSI13) and
slave send (MISO14). At eachclock tick on the CLK line 2 bits are exchanged: one on the MOSI
line and one on the MISO line. The ATMega128l has one register for eachof these lines — one
outbound register and one inbound register. A transmission is initiated by putting a byte in the
outbound register, starting the clock generator. Once the transmission is over the received data
will reside in the inbound register.

In our case,the MOSI and MISO lines are combined since we never receive data from and
transmit data to the nRF2401the sametime. However it is still possible to utilize the SPI inter-
face of the ATMega128l. Sending works as described above, but in order to receive data from
the nRF2401we need the ATMega128l to start generating a clock without interfering with the
signal from nRF2401.To do this we start the transmission of the byte “0x00”. Once the trans-
mission of the “0x00” byte is completed, the value from the nRF2401has been shifted into the
inbound register.

13Master Output SlaveInput
14Master Input SlaveOutput
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Figure 5.9 Lowlevelsoftwaredevelopmentextraordinaire.TestingtheATMega128lto nRF2401com-
municationusinga logicanalyzer.

The SPIperipheral can be operated either in a polling mode or using interr upts. Using the
method above complicates the interr upt handling. Usually an interr upt is generated when a
transmission is complete, however when we are trying to clock data out of the nRF2401this
must be handled properly.

The nRFSPI abstracts the bit level operations of communicating with the nRF2401,but al-
lows full �exibility . ShockBurst and dir ect-mode operations communication is possible using
this component.

5.3.4 Discussion

The components described above are the foundation for the application components that we
are going to build. The abstraction level is low and they can be thought of as “drivers” for the
application component that we are going to build. The �rst use is the testing procedure, which
we will describeshortly. The software platform is a work in progressand is currently limited to
simple connection-less,unreliable communication.

These components have been developed using the BTNode2 and the ATMega128l on the
Hogthr obV0. Porting them to the Nimbus core on the FPGA should be no more troublesome
then working with thesetwo platforms.

Implementing the semantics above is tricky: the debugging facilities are limited and the
nRF2401is sensitive to the timing of the bits being sent. In order to get this timing right, we
insert a logicanalyzerto monitor the pins going in and out of the nRF2401(seeFigure 5.9).

5.4 Testing

The PCBsareproduced and deliver ed to the Hogthr ob partners in two stages.In the �rst stagea
few PCBwere mounted and deliver ed for testing and bug �xing. In this phasethe testing must
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Chip-to-chip interfaces External connectors

ATMega128l! nRF2401 AVR! UART0, AVR! PED (program upload port)
ATMega128l! FPGA AVR! UART1

ATMega128l! Bus switches AVR! Sensorboard
AVR! LED, AVR! Buttons JTAG! PROM

FPGA! PROM FPGA boot FPGA$ AVR, PROM! FPGA
FPGA! LED, FPGA! buttons

Table 5.4 HogthrobV0externalandchip-to-chipinterfaces

uncover design �aws, later the testing must be generalized to test every board for production
�aws.

Basedon the outcome of the �rst test phase,a secondpasswas made of the PCBdesign and
the remaining boards were mounted in the foundry . The remaining are not yet available, but
will be subjectedto the testing procedure described in the following when they arrive.

A work devision was imposed on the testing process.DTU was responsible for testing the
FPGA and related interfaces and DIKU was responsible for testing the interfaces related to the
ATMega128land the radio. In the following we will only discuss the testing of the FPGA when
testing the interfaces from it to the ATMega128l.

5.4.1 Test Objective

The PCBswere electrically tested at the factory, but no functional testing was performed. The
goal of our tests is not to test the actual component, but to ensure that all external interfaces
(pin headers) and the on-board connections to LEDs, buttons and chip-to-chip interfaces are
working properly.

We assumethat no x-ray of the board will be performed meaning that there might be short
circuits on the boards that we need to detect. This will bedone by testing all chip to chip connec-
tions and connections to pin headers.This test method will not be able to detect shorts between
wir es not connected to pin headers or other chips, however such errors will not in�uence the
functionality of the platform.

The platform is analyzed in respect to the goals above and detailed in a test plan. The test
plan must ensure that all boards are tested consistently and that it is always possible to retrace
the testing of eachboard.

The interfaces of the Hogthr ob platform are given in Table 5.4. For eachof these interfaces
a test procedure is devised. In the following we will only concern our selves with the tests
controlled by the ATMega128l.

5.4.2 Simple Tests

The ATMega128l are connected to a number of components that are straightforwar d to test.
The LED, buttons, UART, and programming port are tested by uploading the test program that
toggle the status of the corresponding I/O pins.

The A/D converter is tested by attaching a simple connector that allows all of the analog
pins to be connected to 0 V and Vref and. With this connector in place the value of the A/D
converted signal is printed and if working properly should show the corresponding to logic
values of 0 (min) and 0x3FF(max).
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5.4.3 ATMega128l to FPGA

The FPGA is connected to the external memory interface of the ATMega128l. This interface
consist of a number of address,data and control lines.

To test that all of these lines are working properly the counterpart of the external memory
interface is implemented in the FPGA, such that the FPGA appearsasan external memory block
to the ATMega128l. With this con�guration loaded the ATMega128l simply writes a seriesof
bit patterns to all memory addressesand reads them back. If some lines are not functioning
properly the bit patters should detect it, for example if one bit is stuck to a 1 or a 0 or if two bits
are short circuited. The bit patterns are: 0x00,0xFF, 0xAA, 0x55,0x0F, 0xF0.

5.4.4 Radio

As described previously the software for the radio was developed using the nRF2401evaluation
board and a BTNode2. When the radio boards arrived, the quali�cation could be performed
quickly . We designed two tests: a ping test and a one-way transmission test. Both of thesetests
are implemented as state machines sending and receiving packets. Both tests use the built-in
ShockBurst mode of the radios.

The one-way test initiates one party assenderand one asreceiver, the receiverenters receive
mode and the sender immediately starts transmitting packets. Eachtoggles a led oncea packet
is sent or received respectively. The ShockBurst mode has built-in CRC check ensuring reliable
packet transmission.

The ping test likewise starts out by initiating one party as sender and one as receiver. The
sender sendsthe �rst packet and switches to receivemode. The receiver waits for a packet and
switches to transmit mode and sends a packet back. In this way both parties alternate from
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Figure 5.11 A simplequarter-waveantennausing a pieceof solderingwire. Eventhoughthewire is
slightly longerthan theoptimal3.1cmtransmissionrangeis closeto that ofamass-producedantenna.

send to receivemode and vice versa. A timeout is built-in to ensure that if a packet is lost the
processis restarted. The statemachine of the ping test is shown in Figure 5.10.

Test objectives

The testing of the radio had to uncover two types of errors:

• faults in the radio board (matching radio and antenna circuit)

• and faults in the connection from the ATMega128l to the radio

The �rst part of the test was accomplished by performing a simple range test. On the roof
of I/O Technologies residencewe placed the two radios at a distance elevated about one meter
above the ground. Using two evaluation boards we established a baseline line of sight trans-
mission range. Using this we veri�ed that the range of the Hogthr ob radio board. To stress
the antenna circuit we experimented using dif ferent types of antennas, Figure 5.11shows the
simplest possible quarter-wave antenna[66] — a piece of soldering wir e. When packaging the
board this may come in handy — instead of having to mount an antenna on the outside of the
box, simply taping a short wir e to the outside might suf�ce.

5.4.5 Test Procedure

To simplify the testing of the entire batch of prototype boards all the tests of the ATMega128l
is integrated into a single TinyOS application — htV0tester . This program prints a menu on
the serial line of the ATMega128l displaying the tests numbered from 0 to 8 and waits for the
user to select a test. To complete a test cycle for a board all of the tests should have reported
successfully.

Test Description

0 Toggle LED Toggle status of LED
1 ButtonPrint Print a notice once the on-board button is pushed
2 Print-ADC Print the status of all ADC pins
3 Toggle nRFMux Switch the dir ection of the radio bus switches
4 SetasRX Start nRF2401testing in receivemode
5 Start TX Start nRF2401testing in send mode
6 Disable nRF Shut down nRF2401
7 Boot FPGA Start up the FPGA and wait for it to signal
8 Read/write FPGA Read/write to the entire external memory interface
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With this test program reducing the test of each individual board reducesto uploading the
program and going through eachof the tests,and then on to the next board.

5.5 Discussion

In this chapter we have presentedthe Hogthr obV0 prototype platform. This platform will serve
asa development platform throughout the Hogthr ob project.

We have discussedhow this platform was designed to allow the highest possible �exibility .
With this platform we can explore every aspectof the design spacefor building our SoC.

We have brie�y touched the ongoing work of the processorcores.Thesecorescanbe seenas
a starting point: The functionality is suf�cient, while they there is plenty of room for optimiza-
tions in terms of size and energy consumption. The Nimbus core, basedon an existing design
is the most complete at the moment, while the Disa core is not reliable at the time of writing.

The major advantage of this platform is that it takes the component basedmodel of TinyOS
one step further — we are able to move components from software to hardwar e and vice versa.
In this way we are able to explore the possible energy saving in relying on dedicated hardwar e.
What remains, is a method to evaluate the impact on performance of thesechanges.In the next
Chapter we look into this evaluation method.



CHAPTER 6

Power Estimation using HogthrobV0

The sow monitoring application presents the speci�c goals that we have to meet: extremely
low cost and lifetime of up to 2 years without battery replacement. In order to meet these
requirements we chooseto design a system on a chip (SoC).

Weneeda design processthat allows us to evaluate the ability of the Socto meet this lifetime
goal, without having a SoCavailable. xWe thus simulate the SoCdesign using the Hogthr obV0
prototype that combines actual hardwar e (radio, sensors)with simulated digital components
in the on-board FPGA. We need a method to estimate the power consumption of a SoCin the
context of our sow monitoring application.

As discussedearlier, the FPGA power characteristicsare not representative of a SoCimple-
mentation, and a SoCis not available, asresult we cannot rely on dir ect measurementsFurther-
more, we are trying to build a system which takes the advantage of the characteristics of the
application to conserveenergy, limiting the usefulnessof software simulation. We thus propose
a new strategy:

• Relying on a hardwar e simulation rather than software simulation

• Using real rather than synthetic input

The Hogthr obV0 prototype platform allows us to instrument the MCU on the FPGA in such
a way, that it produces a trace equally detailed as one obtained from a low-level simulator .
We are able to deploy the hardwar e simulation in the �eld, on the neck of a sow, and capture
this trace using the exact inputs of the application. With this strategy we are able to eliminate
the impact due to impr ecisions in a synthetic input model and should allow the Hogthr obV0
platform to increasethe precision of the power estimate and the evaluation of our design.

The question remains however, how do we estimate the power consumption of a SoCbased
design using the Hogthr obV0 platform? To do this we need to modelhow power will be con-
sumed in the SoCand map our execution trace onto this model.

6.1 Power Model & Pro�le

In the following we will describe how to model the power consumption of a SoC using the
Hogthr obV0 prototype platform. We will do so by looking at eachof the subsystemsthat make
up the prototype platform. For each of these we will device a power model describe how a
trace can be captured using the Hogthr obV0 platform. As a �rst order approximation to the

55
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Figure 6.1 Powermodelsfor eachof thecomponentsof theSoC

power pro�le of the SoCwe will calibrate our model using the components of the Hogthr obV0
platform.

The presented technique is a proof of concept, demonstrating how to obtain a detailed in-
struction traceof an application running on the Nimbus core in the FPGA. In Section6.3we will
discuss how to expand this to �eld experiments. First let us imagine our view of what a SoC
could look like, basedon the components of the Hogthr obV0 and the Nimbus core:

Micro controller The Nimbus core with integrated A/D converter

Radio The Nor dic Semiconductors nRF2401

Sensors The Maxim MAX6635 temperature sensor, Analog Devices ADXL320, and
STMicr oelectronics LIS3L02DSaccelerometers

Power supply The National Semiconductors LP2989linear LDO voltage regulator

In the following we build the power pro�le and power model for eachof thesecomponents.

6.1.1 Micro Controller

At �rst sight the energy consumption of the sensornode is likely to bedominated by the sensors
and radio, such that the exact energy consumption of the MCU itself might seeminsigni�cant.
This suggeststhat an impr eciseMCU execution model would suf�ce, however, the peripherals
are controlled by the MCU implying that while the exactexecution is insigni�cant the timing of
the MCU operations is critical.

In the long run, a node is going to spend most of its time in low-power , sleepstates,waking
up only every once in a while. This makes it essential that the low power modes are modeled
accurately and that the cost of waking up is taken into account.

In contrast to most of the previous sensornetwork research we have the HDL model of the
MCU available — the Nimbus core described in Section 5.2.5. As we have discussed, a chip
implementation of this can be simulated with great accuracy, however, such a simulation is
extremely time consuming. As a consequencewe will not simulate the exactnature of the MCU
using the highest accuracyof simulation for the duration of a program, but calibrate our model
using this simulation. This follows the strategy proposed by SNAP and severalof the simulator
projects.
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Operation mode mnemonic current

Power down PWR DWN 1 ¹ A
Standby ST BY 12mA
Transmit

TX SB
10.5
mA1 Mbps, -5 dBm

Receive1 Mbps RX DM 19mA

(a) nRF2401Power consumption

Statetransition timing

PWR DWN ! ST BY 3 ms
PWR DWN ! active 3 ms

ST BY! TX ShockBurst 195¹ s
ST BY! TX Dir ect Mode 202¹ s

ST BY! RX mode 202¹ s
ShockBurst con�guration 120¹ s
Dir ectMode con�guration 15 ¹ s

(b) nRF2401minimum transition timing

Table 6.1 Powerconsumptionandtransition timing of thenRF2401.

Model, Pro�le and Trace

We proposea model very much like the onesdescribed in Chapter 4: the power consumption of
the instruction execution is largely dominated by a common overhead and leak — variation by
instruction is small. Furthermor e, the power consumption increasesasthe external peripherals
of the MCU are utilized.

We model the MCU asbeing either in power down or active (executing instructions). Addi-
tionally we model the peripheral statesconnected to the active state (seeFigure 6.1(a)). To the
transition from power down to active we associatethe cost of waking up the processor. This
model is very simplistic and could be expanded by replacing the “active” state by a more elab-
orate super-statemodeling say groups of instructions, or even calibrations of every instruction.

The costsare obtained by simulating the processorusing the SynopsisPower Compiler (see
Section 5.2.5), this however is an on-going effort and has not been completed at the time of
writing.

The trace we obtain from the MCU must not only capture the timing of the MCU itself, but
also the timing of the state changesof the MCU. In order to do this we capture the program
counter and the instruction register (the instruction currently being executed). From this we
can infer the timing of the MCU, the timing of the radio, sensors,etc, and if a more elaborate
model of the MCU is constructed the instruction trace can be used to model this.

The simulation of the processoris an ongoing effort and we have not beenable to verify the
precision of this model. The strategy would be to simulate a program execution at a high level
of abstraction and compare it to the estimatesproduced by the model.

6.1.2 Radio

The radio and associatedcomponents are complex subsystems,but most studies show that it
can easily be abstracted into a number of states relating to the mode of operation (see Sec-
tion 4.4.1).The exactnumber of statesvaries for the particular radio. For the nRF2401the data
sheet de�nes the modes of operation and energy consumption given in Table 6.1(a) and the
transition times given in Table 6.1(b).

Thesestateslead to the model of the radio in Figure 6.1(a).The cost associatedto the states
is derived from Table 6.1(a)and the cost of the transition is derived from Table 6.1(b).
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Low Power Listening

To identify the signi�cant statesfor the radio model, let us imagine that we are designing a low
power listening protocol (LPL) using the nRF2401.LPL describesthe ability of the sensornode
to wake-up and detect whether a transmission is in progressand if not go back to sleep — this
is one of the most important power conserving featuresof a sensornetwork MAC[53 ].

A transmitter sends a short wake-up packet continuously at a �xed frequency to wake up
another node. The receiver wakes up periodically to check whether this signal is present. Let
us imagine that such a packet is 50bit long1 with a transmission rate of 1 Mbps this would take
50 ¹ s to transmit. The receiver has to turn on his radio periodically for 50 ¹ s to catch this2,
however the nRF2401has a 3 ms startup time dominating the actual listening time.

Now, what is the cost of this wake-up? The power consumption of the radio is independent
of the data, allowing us to only track the modes of operation of the radio. Clearly the startup
time of the radio is signi�cant since the majority of the total operating time will be spent in this
. While it is not listed in the data sheetit is most likely repetitive and can be measured.

Model, Traceand Pro�le

The model for the radio is derived from the operation modes de�ned by the data sheetis shown
in Figure 6.1(b).The model shows all of operation modes and all the possible transitions. To the
stateswe assign the power consumption as a function of time given in Table 6.1(a)and to the
transitions we assigna �xed cost basedon the transition timing in Table 6.1(b).

The timing listed in Table 6.1(b)describesthe minimum periods, in practice the MCU is used
to time these events, in the current implementation the timing has been chosen to be “long
enough”. It is therefore essential that we capture this timing. The transition from state to state
is controlled by manipulating pins from the MCU to the radio. The Hogthr obV0 platform allows
us to capture both the transition of the I/O pins and the instructions initiating the transition.

6.1.3 Sensing Subsystem

The sensors of the Hogthr obV0 platform are described in Section 5.2.3 on page 42. The ac-
celerometers are powered using the digital output pins of the ATMega and can be powered
completely off, while the temperature sensoris only able to enter it's low-power stateadding to
the static power consumption of the platform.

Power consumption is determined by the operation mode of the devices (on, off, power-
down) and the transition between thesemodes. We model this behavior similar to the nRF2401:
for eachoperation mode we createa state,and for eachpossible change in operation mode we
add a state transition. This model is shown in Figure 6.1(c).To eachof the statesand transitions
is assigneda cost basedon the current and timing listed in Table 5.2on page 43.

Tracking the timing of the transitions will allow us to extrapolate the power consumption
time spent in eachstateand the transition. The transitions are initiated by the MCU by changing
the stateof speci�c I/O pins. Tracking thesetransitions or the instructions that arecauseto these
transitions will capture this behavior.

1Bluetooth usesthe 68bit ID packet in a similar way[11]
2The radio searches for a prede�ned bit pattern in the air (preamble), when this is detected it will start receiving

the remaining bits of a packet. The preamble is often 4 or 8 bits long, so in fact we are searching for a 4 or 8 bit sequence
repeatedevery 50 ¹ s.
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Load Leak

100¹ A 110¹ A (110%)
200mA 1 mA (0.5%)
500mA 3 mA (0.6%)

Table 6.2 Ef�ciency of theLP2989.

6.1.4 Power Subsystem

Designing the power subsystem has not been investigated widely in the sensornetwork com-
munity , even though this system has a profound impact on the lifetime of the sensornode. The
power subsystem is often made up of a number of voltage regulators controlling the operating
voltage of the system (seebox on on page 44). Current generations of sensor nodes experi-
ment operating on unregulated power (Mica2) and matching the right regulators for the right
component basedon ef�ciency and noise (ZebraNet[78]).

While the power consumption of the Hogthr obV0 prototype is somewhat dif ferent than that
of a sensornode, the power subsystem is not that dif ferent. We assumethat the power supply
of the SoCwill resemblethe one on Hogthr obV0 in two ways:

• operated on varying voltage(e.g. batteries, energy harvesting)

• a DC-DC voltage regulator is employed

Somecomponents contain internal voltage regulators accepting a much larger range of volt-
ages.While such regulators are closely matched to operating loads of the component, they are
basedon the samephysical transformation principles and have the sameoverhead asa compa-
rable external regulator.

Capturing the impact of the power subsystem requires modeling the loadimposed by the
components of the system at a given time (see box on page 44) and matching this with the
ef�ciency curve of a particular regulator.

National Semiconductors LP2989

The Hogthr ob prototype platform contains a number of voltage regulators to power the dif-
ferent components. We will not go into the details but choose the voltage regulator for the
ATMega128lprocessorasrepresentative of what could be found in the power supply of a SoC:
the National Semiconductors LP2989.

The LP2989is a voltage regulator of the linear, low drop out (LDO) type. The actual ef�-
ciency curve is not listed in the data sheet,but the leak to the ground at dif ferent loads is (see
Table 6.2). It is clear that as we approach the low-power statesof the components, the voltage
regulator imposes a large penalty. While it is tempting to suggest that a SoC would need a
power supply for low loads and one for high loads, such a construction would have implica-
tions at least on price and component count.

We model this device almost the same way as the sensorsand the radio to each of the ef-
�ciencies de�ned in Table 6.2 we createa state with the leak to ground associatedas cost, this
model is shown in Figure 6.1(d). The transition between thesesstatesis not controlled dir ectly
by the MCU (as for the other components), but indir ectly by the state transitions of the other
components. At every state transition the current load must be recomputed and the state of the
voltage regulator updated.
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Xilinx ChipScope

The ChipScope debugging suite consists of a number of tools to be run on the development
workstation (Core Generator, Core Inserter, Analyzer) and a set of virtual logic analyzer blocks
that areembedded on the FPGA along with the design to bemonitor ed. Eachcore is customized
using the Core Generator and embedded in the design either by instantiating the cores in the
HDL sourceor by inserting them after compilation (synthesis) into the design using the Core In-
serter. The logic blocks connect to the PC running the Analyzer through one of the dif ferent
types of programming cablesavailable from Xilinx.

Among the dif ferent analyzer blocks are tools suited for dif ferent situations such asspeci�c
busesor to take advantage of certain hardwar e. For us the most interesting tools are the general
ones,capableof monitoring any design:

Integrated logic analyzer (ILA) Starts sampling at the full speedof the FPGA oncea speci�ed
trigger event occurs and storesthe samples in a buffer on the FPGA.

Virtual input output (VIO) Buffer samples or stimulates internal FPGA signal continuously
and transfers the samples to the PC periodically , the period cannot however be lowered
beyond 250ms (4 Hz). If the signal to be monitor ed with VIO exceedsthis the speed of
the design will have to be lowered for monitoring to keep up.

6.2 Traces

The Hogthr ob platform presentsan opportunity to monitor the operation of the sensornode in
detail, unpr ecedentedin the sensornetwork literatur e. We are able to get a detailed view of the
operations of the MCU inside the FPGA while the sensornode is deployed in the �eld. We are
able to design the exact snooping we want and to store this information in the memory blocks
of the FPGA, on board �ash or forwar d them through a back channel to a PC.

6.2.1 Instruction Trace

We instrument the Nimbus core with a Xilinx ChipScope virtual logic analyzer (seebox on on
this page) monitoring the program counter (PC), the instruction register and the value of one
of the I/O pins. In this way we are able to obtain a trace of the instructions executed by the
processorand monitor the status of this particular I/O pin. The length of the trace is limited by
the amount of unused ram-blocks available on the FPGA. In this casethe program code resides
in the FPGA memory leaving 8 KiB available for the trace. We are capturing 32 bits at every
clock cycle producing data at a rate of 224 Mbps allowing us to capture 2048clock cycles or
0.3ms execution time at 7 MHz.

We show the trace of a simple “Blink” program that toggles one LED using a timer interr upt
and enters a low-power state in between, we could have chosenthe TinyOS equivalent, but we
show this one for simplicity . The C source code is shown in Figure 6.2 and the corresponding
trace is shown in Figure 6.3with eachline representing a clock cycle. The LED is connected to
one of the I/O pins of the I/O port b. It is toggled by writing to the corresponding I/O register.
This is done by the “ PORTB = ... ” expression in the C-source or the “ sts 0x0038, r24 ”
on address0x16ein the disassembledsourceand in the trace.

Notice that the value of port b changesnot during the show cycle of the “ sts ” instructions,
but a few cycles later. This is causedby two things:
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//
// A simple blink application.
//

void main(void) {
DDRB |= _BV(6); // Set data direction of portb

sbi(ASSR, AS0); // Enable async timer clock
outp(0, TCNT0); // Reset the timer0 counter
outp(7, TCCR0); // Scale the timer by 1024

while (ASSR & 0x07); // Wait for the async clock to get going

outp(50, OCR0); // Set the timer output compare to trigger at 128
// ticks.

sbi(TIMSK, OCIE0); // Enable the Output Compare interrupt
asm volatile("sei"); // Enable interrupts

while (1) {
// Set the MCUCRso that we enter power-save mode (which will
// leave the async clock going).
MCUCR|= _BV(SE) | _BV(SM1) | _BV(SM0);
asm volatile("sleep");
while (ASSR & 0x07); // Wait for the async clock to get going

// again.
}

}

void __attribute((signal)) SIG_OUTPUT_COMPARE0(){
// Toggle the mb-led
PORTB = PORTB & _BV(6) ? PORTB & ˜_BV(6) : PORTB | _BV(6);
outp(14, TCNT0); // Reset the timer counter

}

Figure 6.2 Simpleblink programusing theexternalclockandsleepmode

1. the value of the I/O register is updated on the next clock after the instruction is completed.

2. the program counter and instruction value is sampled during the “Instr uction Fetch” stage
of the microprocessor, asa result it shows the next instruction to be executed.

6.3 Discussion

In this chapter we have discussed a novel technique for power estimation in sensornetworks.
The primary purpose of this technique is to allow us to evaluate SoCpower consumption design
choicesbefore an SoCis available. Furthermor e this technique can be useful in other scenarios
by allowing more detailed tracesand in situ simulations using the FPGA, in essencecombining
the level of detail from a simulation with the dynamic environment in the �eld.

The method described is a proof of concept - there are many issuesto be solved before we
will be able to deploy nodes on the neck of sows. Let us elaborate on someof the road blocks:

• The size of the platform is much larger than a SoC

• The energy consumption is much larger than a SoC

• The captured trace is very small and the data is of�oaded to a nearby PC regularly
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(a) ChipScope

PC(14-0) Inst Portb 6
10a 7087 0
3c 940c 0
3c 940c 0
3e 008a 0
40 940c 0
114 921d 0
116 920f 0
118 b60f 0
11a 920f 0
11c 2411 0
11e 938f 0
120 939f 0
...
16A 8389 0
16C 8189 0
16C 8189 0
16D 9380 0
16D 9380 0
16E 38 0
172 E08E 0
172 E08E 0
174 9380 1
176 52 1
178 9180 1
178 9180 1
17A 57 1
...

(b) Capture

00000000 < vectors>:
...

38: 0c 94 50 00 jmp 0xa0
3c: 0c 94 8a 00 jmp 0x114
40: 0c 94 50 00 jmp 0xa0

...
void attribute((signal))
SIG OUTPUTCOMPARE0()f

114: 1f 92 push r1
116: 0f 92 push r0
118: 0f b6 in r0, 0x3f
11a: 0f 92 push r0
11c: 11 24 eor r1, r1
11e: 8f 93 push r24
120: 9f 93 push r25

...
PORTB = PORTB & BV(6) ? PORTB & ˜ BV(6) :

PORTB | BV(6);
...

16a: 89 83 std Y+1, r24
16c: 89 81 ldd r24, Y+1
16e: 80 93 38 00 sts 0x0038, r24

outp(14, TCNT0); // Reset timer counter
172: 8e e0 ldi r24, 0x0E
174: 80 93 52 00 sts 0x0052, r24

sbi(TIMSK, OCIE0); // OutputCompareInterrupt
178: 80 91 57 00 lds r24, 0x0057

...

(c) Disassembledcode with c-source intermixed

Figure 6.3 Gatheringinstruction tracefromAVR-Core. In thecapturedtracelineswith thesamePC
addressrepresentmulti-cycleinstructions.Forexampletheoutlinedboxrepresentasingleinstruction.
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6.3.1 Size

The goal of the SoC nodes is to replace current ear tags, clearly this is not possible with the
Hogthr ob prototype platform (Hogthr obV0). The current experiments are basedon mounting
a BTNode2 on the neck of the sows in a curved, 13 cm by 8.0 cm by 4.1 cm box — a similar
enlarged box could be devised for the Hogthr obV0 platform. The impact on the behavior of the
animals from wearing this box (regardless of the size) is not known. The boxesare intr oduced
in advance to accustom the animals to it, but further studies will have to uncover whether this
has an impact. The �rst experiments using this box and the BTNode2 with the accelerometer
sensorboard will be deployed in February of 2005.

Furthermor e the impact on the collected data seriesof placing the accelerometer on the neck
rather than on the ear is not understood and it is unlikely that the Hogthr obV0 platform will
help understand theseissues.

6.3.2 Power Consumption

The Hogthr obV0 prototype is not a sensornode, it is an FPGA basedprototype platform and the
power consumption is much higher. This will not allow the platform to conduct experiments
with long deployments — in the order of a few days is the absolute maximum. Lowering the
power consumption of the Hogthr obV0 platform is dif �cult. The most effective measure is to
turn the FPGA off — considerably crippling the usefulnessof the platform.

The natural answer is to produce a chip, this is however still a distant futur e. To resolve
this problem we will still have to rely on generic nodes to some extent — our �rst experiment,
in February 2005,will be carried out using the BTNode2 and further experiments using other
nodesarevery likely . It could be interesting to look into the possibilities of chips combining pro-
cessingand recon�gurable logic as the Atmel FPSLIC seriesof devices combining an Atmega
8-bit RISCMCU with a logic block ranging from 5k - 40k gates.

This being said, we are con�dent that the Hogthr obV0 platform will provide useful data
when deployed in the �eld.

Lifetime

In order to get a feel of the possible lifetime of the Hogthr obV0 platform in the �eld let us do a
few rough backof the envelope estimates. Imagine an application with the following properties:

• a low-power listening scheme(as described above) waking up the radio every 10 s for
50 ¹ s. And an additional 10s of communication every hour.

• a 10Hz sample rate (sensorsturned on every 0.1s)

• a 100% duty cycle for the FPGA

Let us calculate the power consumption of eachof the components involved:

FPGA The power consumption of the FPGA can be divided in a staticand a dynamicpart. The
static part is listed in the data-sheet,while the dynamic part is dependent on the design
and the activity of the design. The static (quiescent) part is given as92 mW and asan es-
timate we assumethe dynamic part to be half of this — in total 138mW. A better estimate
could be obtained by using the Xilinx PowerTools to estimate the dynamic power con-
sumption of the platform or simply measuring the power of the platform while executing
a few benchmarks. Suchestimatesare not available at the time of writing.
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nRF2401 The radio has a 3 ms startup time for every wake-up of 50 ¹ s (18.3ms wake-up and
check every minute) and in total of 11 s of radio activity every hour. Let us assumethat
the power consumption during start-up and reception is constant (given in Table 5.1(c)on
page 41)giving an averagepower consumption of 0.165mW.

LIS3L02DS Taking a single sample with the LIS3L02DSaccelerometer including start-up time
takes50ms (Table 5.2on page 43)or a 1800s duty cycle every hour. Assuming the power
consumption is constant during startup and sampling this gives an average power con-
sumption of 1.5mW

In order to estimate a lifetime we need a power source. We assumethat we use four high-
power Lithium cell to power the platform, let us estimate the available energy. An example of
such cells is the Tekcell SB-AA113, 3.6 V cells with a capacity of 2.2 Ah. We assumea power
conversion ef�ciency of 90%and we assumewe can empty the battery approximately 90%. If
we connect four batteries in seriesthis gives a total amount of 25Wh of available energy.

With this application, how long would the Hogthr obV0 platform run on batteries? In total
our average power consumption is 140 mW, with a power source of 25 Wh this amounts to
179hours (7.4days) of operation. Two conclusions should be drawn from this:

• the Hogthr obV0 platform is able to operate on battery power

• the FPGA power consumption over-powers all of the other components.

6.3.3 Data Rate

To be useful the technique has to be extended to capture a trace as long as the lifetime of the
battery. This is far from possible with the technique we have presented.

The technique we presentedsampled a 32 bit bus at every clock cycle consisting of the pro-
gram counter, the instruction value and 1 bit state of an I/O pin. Most of theseare redundant:
the PC implies the instruction value (as the program is known), many instructions take more
than a single cycle to complete and the toggling of the I/O pin is controlled by an instruction.
Most importantly however, we keep sampling the instruction register while the MCU is in its
sleepstateand no instructions were being executed.

Let us try to optimize the traceslightly . First of all let us capture the program counter instead
of the instruction value. On the AVR this is 16bit wide. Secondly many of the AVR instructions
take multiple cyclesto complete, say 2 cycleson average.Thir dly the programs are often small,
and useonly usea portion of the addressspace,say 12bits (corresponding to a 8 KiB program).
With a 7 MHz clock we are producing data at a rate of 42Mbps (or 5.0MiB/s).

While this number might seemfrightening the MCU will not actively be executing for very
long periods of time. Let us go back to the low power listening example and calculate a rough
estimate that we will use to compare to an alternative technique in a moment. The low power
listening example can be described asa time line with something like the following events:

• MCU timer -wakeup, MCU initiates radio booting

• Radio starts boot process

• MCU sleep

• Radio ready

3http://www .vitzr ocell.com
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• MCU timer -wakeup, MCU initiates radio listening

• Radio enters receivestate

• MCU sleep

• MCU wake-up (listen period over), MCU initiates radio power down

• Radio power down

• MCU sleep

The duration of this procedure is dependent on the radio start-up time, the radio listening
time and the time spent executing instructions, ignoring the instruction execution this comes
to approximately 3.05ms. The MCU is in only executing instructions when woken up to do so
3 times during the 3.05 ms. Each of these operations are very simple and can be completed
quickly , let's say in 200 instructions4. Producing 12 bit for every clock cycle this comes to
900bytes during the 3.05ms or an averagedata rate of 2.36Mbps (288KiB/s).

Rede�ning the Trace

Alternatively a completely dif ferent logging strategy could be developed — one could imagine
taking advantage of instructions being executed sequentially at every clock cycle only storing
changesin the �ow such asbranchesor interr upts. With the strategy of PowerTOSSIM,logging
statistics of basic blocks in mind, it would also be a possibility to record a basic block statistics
rather than an instruction trace statistics.

Looking at the models for each of components we described previously, observe that the
instruction trace is only used to infer instruction statistics and timing. While an instruction
trace is very useful for debugging purposes it is not a requirement for the power estimation
technique. Using this observation imagine recording a trace of time-stamped events instead.

As a time stamp we will use a clock-cycle count. Assuming a 6 byte time stamp we can
count for 465days with a 7 MHz clock before over�ow . If we log the time stamp and say 8 bit
to describe the event, each event takes up 7 bytes. Going back to the low power listening the
list above gives rise to 9 timing relevant events during the 3.05ms interval and would take up
63bytes. In addition to that somestatistics information is needed,saya single 6 byte instruction
counter. In total giving 69bytes for the 3.05ms interval repeatedevery 10sor on average55bps.

While this trace reducesthe amount of data produced with a factor of a thousand this still
only gets us to about from 0.3 ms to 0.3 s total execution time in the memory available on the
FPGA.

It seemsclear that even with the reduced data rate the current on board storage is insuf �-
cient. Freeing all the memory of the FPGA and external �ash it only comes to a few hundr ed
bytes — we need to enlarge the storage. At the time of writing the largest available �ash mem-
ory components are in the order of a few GiB using such a device and compressing the data
could allow us to store this type of data in the hours and days ranges.

6.3.4 PowerTOSSIM

PowerTOSSIM and the power estimation technique described here solve dif ferent problems,
but are in many ways quite similar . Basedon a simulation run, a log or statistics is collected
that is post processedto obtain a power consumption estimate. PowerTOSSIM extracts a trace

4With an ef�cient timer implementation and TinyOS this is not an unrealistic estimate[21].
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from an augmented TOSSIM simulation while we extract this trace from a simulation on the
FPGA board.

The post processing step of PowerTOSSIM is strikingly similar to the one we propose —
as input it takes the power state logs generated during simulation (MCU cycle count, current
vs. time, etc.) and what we call a power pro�le and outputs totals of power consumption and
graphs. The approach is so similar that it is likely that the PowerTOSSIM post processingtool
can be used to estimate the SoCif we provide a power pro�le and the tracesfrom Hogthr obV0
deployed in the �eld.

Recall that PowerTOSSIMinstruments the simulation binary to obtain a statisticsof the basic
blocks executed on the PC and uses this to estimate the cycle count on the sensor node. The
Hogthr obV0 platform allow us to collect this basicblock statistics using the actual sensornode
leading to exactcycle counts and possibly helping our data rate issues.



CHAPTER 7

Conclusion

In this thesis we have analyzed the requirements for a sensor node �tting the requirements
for the Hogthr ob project. We formalized the application requirements and we placed current
sensornode research in relation to theserequirements. We argued that the current sensornode
generations are to general and to meet the goals of the Hogthr ob application — we need a
specialized sensornode.

The choicewe make is to go for a sensornode on a chip. Sucha node will ful�ll the lifetime,
form factor and price requirementsof the application. Furthermor e,choosing a systemon a chip
opens up a new level of design opportunities allowing us to drive application requirements to
all levels design.

To assistus in achieving this systemon a chip we design an FPGA basedprototype platform.
In this thesis we described the rationale behind the design. Furthermor e, we ported TinyOS to
this platform and implemented drivers for the hardwar e on the platform. Using thesedrivers
the platform was quali�ed for production.

We presentedan abstract model of the power consumption of the subsystemsthat will be
in the system on a chip. Finally we presenteda proof of concept for capturing the activity of a
microprocessorembedded on the FPGA and map this activity pattern to the performance of a
SoCusing the abstract model.

The Hoghtr obV0 platform is the research platform for a threeyear research project and has
been designed to explore a large design space. There are thus a lot of options for futur e work
towards our goal of a sensornode on a chip for sow monitoring. Speci�cally , we intend to focus
on the following issues:

• Fieldexperiments. Gaining insights about the application we are investigating is a key. In
order to reason about how to take advantage of the application we need to learn more
about the application characteristics.

In February 2005we will be deploying a 20 day experiment with the two accelerometers
described in this thesis. This experiment will uncover what kind of data series we can
expect from an accelerometer placed on the neck of a sow and give us valuable experience
on conducting experiments in practice.

This experiment will also allow us to gather some�rst in situ power measurementsusing
the Hogthr ob platform. The technique we described in this thesis was basedon having a
PC with Xilinx ChipScope nearby, this is not an option in the stables. We need to imple-
ment the sametype of MCU instrumentation without relying on ChipScope. We showed
that we need to reduce the data-rate of the captured trace. We outlined a few ideas for
rede�ning the trace that should allow us to deploy nodes and capture a trace.

67



68 Conclusion

• Software design. Implementing the software model of the sow life cycle that is able to
take advantage of the behavior of the sow. This involves (a) designing an algorithm for
detection of the onsetof estrus, (b) de�ning the appropriate duty cyclingof all components
and (c) exploring the right hardwar e software split for this particular application. This is
tightly coupled with the hardwar e accelerators,but in general we need to explore what
kind of functionality is required by the MCU to maximize lifetime.

• Networking architecture. We brie�y touched the subject of networking infrastr ucture in
the intr oduction. We argued that the environment of the stables allow us to take a new
approach pushing the energy consumption to the party �xed to the wall, where energy
is plentiful. In this scenario a low-power listening schemebecomesvery attractive: the
disadvantage of low-power listening is the energy spent transmitting for a long time to
catch a node that only listens periodically[20 ].
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